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1. Maximum Likelihood Estimators (MLE)

1.1. Likelihood function

X1, . . . , Xn are i.i.d random sample from a population with pdf f(x|θ), where θ is
an unknown vector of parameters that parameterize the pdf. The joint density of
X1, . . . , Xn is f(x1, . . . , xn) =

∏n
i=1 f(xi|θ).

Now suppose we observe a realization of the random sample which we denote as
X1 = x̃1, . . . , Xn = x̃n. Can we say that the likelihood of observing the realization
x̃1, . . . , x̃n is

∏n
i=1 f(x̃i|θ)? Yes, even though

∏n
i=1 f(x̃i|θ) is strictly a density, it

carries the connotation of a likelihood.

The density function of X evaluated at x has the following meaning 2εf(x) ≈ P (x−
ε ≤ X ≤ x+ε) for arbitrarily small ε. The area of the rectangle P (x−ε ≤ X ≤ x+ε)
is the height f(x) times the width 2ε. As such,

f(x1)

f(x2)
≈ P (x1 − ε ≤ X ≤ x1 + ε)

P (x2 − ε ≤ X ≤ x2 + ε)

Hence if f(x1) > f(x2), X is more likely to take values around x1 than x2.

The likelihood function of θ given that we observe the data X1 = x1, . . . , Xn = xn
is defined as:

L(θ|x1, . . . , xn) =
n∏
i=1

f(xi|θ)(1)

The log-likelihood function of θ given that we observe the dataX1 = x1, . . . , Xn =
xn is defined as:
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L(θ|x1, . . . , xn) =
n∑
i=1

log f(xi|θ)(2)

It is important to note that x1, . . . , xn is the observed data and it is therefore fixed,
while θ is the argument in the likelihood function that is varying.

1.2. Maximum likelihood estimators

The maximum likelihood estimate of θ given the data x1, . . . , xn is

θ̂ = argmax
θ

L(θ|x1, . . . , xn)(3)

Intuitively, we estimate θ by finding θ that maximizes the likelihood of observing
the given data.

θ̂ depends on the data (x1, . . . , xn), which is a realization of the random sample
X1, . . . , Xn. Hence the maximum likelihood estimator should be remembered as a
random variable. The definition of MLE is the same regardless of whether X is a
discrete or a continuous random variable.

1.3. Example: MLE of Normal parameters

X1, . . . , Xn ∼ i.i.d N (θ, 1)

Given the data X1 = x1, . . . , Xn = xn, the likelihood function is:

L(θ|x1, . . . , xn) =
n∏
i=1

1√
2π
e−(xi−θ)

2/2

The log-likelihood function is:

L(θ|x1, . . . , xn) = n log
1√
2π
− 1

2

n∑
i=1

(xi − θ)2

max
θ
L(θ|x1, . . . , xn) = max

θ

n∑
i=1

−(xi − θ)2
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Taking the first-order condition with respect to θ, we get 2
∑n

i=1(xi−θ) = 0. Solving
for θ, we obtain θ = 1

n

∑n
i=1 xi. To verify that the solution θ = 1

n

∑n
i=1 xi is a local

maximum, we check the second-order condition ∂L2
∂θ2

= −n < 0.

To verify that the solution is a global maximum, we check that θ = 1
n

∑n
i=1 xi is

the only solution satisfying the first-order condition, and at the boundaries of the
parameter space, the likelihood is strictly smaller.

1.4. Example: MLE of Bernoulli parameters

X1, . . . , Xn ∼ i.i.d Bernoulli(p).

The likelihood function is

L(p|x1, . . . , xn) =
n∏
i=1

pxi(1− p)1−xi

logL(p|x1, . . . , xn) =
n∑
i=1

xi log p+ (1− xi) log(1− p)

= (
n∑
i=1

xi) log p+ log(1− p)(n−
n∑
i=1

xi)

Let y =
∑n

i=1 xi be the number of 1’s. If 0 < y < n, then the taking the first-order-
condition with respect to p,

max
0≤p≤1

L(p|x1, . . . , xn) =⇒ y

p
− n− y

1− p
= 0 =⇒ p̂ =

y

n

If y = 0, then logL(p|x1, . . . , xn) = n log(1− p). As such, max0≤p≤1 n log(1− p) =⇒
p = 0. If y = n, then logL(p|x1, . . . , xn) = n log(p). As such, max0≤p≤1 n log(p) =⇒
p = 1. These are called corner solutions.

Note that we maximizes the likelihood within the range of the parameter space
0 ≤ p ≤ 1, and that p̂ = y

n
is the global maximum within this parameter space.

1.5. Example: uniform distribution

X1, . . . , Xn ∼ i.i.d U [0, θ]
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L(θ|x1, . . . , xn) =

{
(1
θ
)n if max{x1, . . . , xn} ≤ θ

0 if max{x1, . . . , xn} > θ or min{x1, . . . , xn} < 0

Assuming min{x1, . . . , xn} ≥ 0, the MLE of θ is

argmax
0≤θ

L(θ|x1, . . . , xn) = max{x1, . . . , xn}

1.6. Example: MLE for more than 1 parameter

X1, . . . , Xn ∼ i.i.d N (µ, σ2) with µ and σ2 unknown.

The likelihood functions is:

L(µ, σ2|x1, . . . , xn) =
n∏
i=1

1√
2πσ2

e−(xi−θ)
2/2σ2

The log-likelihood function is:

L(µ, σ2|x1, . . . , xn) = −n
2

log 2π − n log σ − 1

2σ2

n∑
i=1

(xi − µ)2

The ML estimates µ̂ and σ̂2 satisfy the following first-order conditions:

∂L(µ, σ2|x)

∂µ

∣∣∣∣
µ=µ̂,σ2=σ̂2

=
1

σ̂2

n∑
i=1

(xi − µ̂) = 0(4)

∂L(µ, σ2|x)

∂σ2

∣∣∣∣
µ=µ̂,σ2=σ̂2

= −n
σ̂

+
1

σ̂3

n∑
i=1

(xi − µ̂)2 = 0(5)

Therefore the ML solutions are µ̂ = 1
n

∑n
i=1 xi = x̄ and σ̂2 = 1

n

∑n
i=1(xi − x̄)2. To

further check that the solutions are local maximum, it is necessary for the Hessian
matrix to be negative definite. That is, the second-order partial derivative (evaluated
at the solution) is negative, and the the second-order derivatives are positive. This
can be very tedious, and it is a drawback of MLE.

Note that the Maximum Likelihood estimator for the population variance is different
from the unbiased sample variance.
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1.7. Example: MLE for simple linear regressions

Let Yi ∼ N (a + bxi, 1) for i = 1, . . . , n, where a, b are unknown parameters, and
xi, i = 1, . . . , n are fixed numbers. This model describes Yi = a + bxi + εi for
i = 1, . . . , n and εi ∼ i.i.d N (0, 1).

The log-likelihood function is:

L(a, b|x1, y1, . . . , xn, yn) = n log
1√
2π
− 1

2

n∑
i=1

(yi − a− bxi)2

The first-order conditions for maximizing the log-likelihood function with respect to
a and b are:

n∑
i=1

(yi − a− bxi) = 0(6)

n∑
i=1

(yi − a− bxi)xi = 0(7)

In this example, we can see how GMM is different from MLE. In MLE, we have
to make a parametric assumption about the distribution of ε. For this reason,
GMM is known as a partial-information approach, while MLE is a full-information
approach.

1.8. Probit regression

Suppose Yi is a binary random variable. For example, Yi = 1 if a user i clicks
on the advertisement, and Yi = 0 otherwise. We want to model Yi (so as to be
able to predict it). Let Yi be a Bernoulli random variable, such that Yi = 1 with
probability p, and Yi = 0 with probability 1 − p. In addition, we parameterize the
probability p = g(a + bxi), for some unknown parameters a and b. Here, xi is a
feature/covariate/explanatory variable of the user i, say the age of the user i.

Because the probability p = g(a+ bxi) must be between 0 and 1, we need to pick a
function g such that g : R → [0, 1]. One such function is the cdf of N (0, 1), which
we denote by Φ(·). In another words, the model for the random variable Yi is:

Yi =

{
1 with probability Φ(a+ bxi)

0 with probability 1− Φ(a+ bxi)
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Suppose we observe i.i.d realizations from this model: (y1, x1, y2, x2, . . . , yn, xn), how
do we estimate a and b?

The pdf of Yi is just the Bernoulli pdf:

f(yi) = Φ(a+ bxi)
yi(1− Φ(a+ bxi))

1−yi

Because Yi are independent, the joint pdf is just:

f(y1, . . . , yn) =
n∏
i=1

Φ(a+ bxi)
yi(1− Φ(a+ bxi))

1−yi

Therefore the likelihood function is:

L(a, b|x, y) =
n∏
i=1

Φ(a+ bxi)
yi(1− Φ(a+ bxi))

1−yi

L(a, b|x, y) =
n∑
i=1

yi log(Φ(a+ bxi)) + (1− yi) log(1− Φ(a+ bxi))

The Maximum Likelihood estimates of a and b are argmaxa,b L(a, b|x, y).

A different model called the Logit model uses the function 1
1+e−a−bxi

to model the
probabilities.

1.9. Invariance property of MLE

Suppose instead of maximizing L(θ|x) with respect to θ, we are interested in ob-
taining an estimate of η = τ(θ) from the likelihood function L(θ|x). For example,
η = 3θ−2

5
or η = log(θ).

Assuming τ is an invertible one-to-one function, then we can easily rewrite and
transform the likelihood function.

L(θ|x) =
n∏
i=1

f(xi|θ) =
n∏
i=1

f(xi|τ−1(η)) = L(τ−1(η)|x)

Suppose θ̂ = argmaxL(θ|x), and let η̂ = τ(θ̂), then η̂ also maximizes L(τ−1(η)|x).
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The invariance property of MLE holds more generally for any function τ . If θ̂ is the
MLE of θ, then for any function τ(θ), the MLE of τ(θ) is τ(θ̂).1

For example, if p̂ is the MLE of the Binomial distribution with unknown parameter
p, then np̂(1− p̂) is the MLE of the the variance.

This invariance property is nice, but there is a somewhat undesirable consequence:
MLEs are generally NOT unbiased. Both of the exercises above demonstrate this.
For a simpler example, consider X ∼ N (θ, 1). The MLE of θ is θ̂ = X̄ and, therefore
the MLE of θ2 is X̄2.

However we know from Jensen’s inequality that E[X̄2] ≥ E[X̄]2 = θ2, therefore X̄2 is
a biased estimator of θ2. Despite being generally biased, MLE enjoys desirable large
sample properties, such as being consistent and efficient, as we will see later.

1.10. Restricting the parameter space

When we maximize the likelihood function L(θ|x) with respect to θ, we need to
specify the range of θ in which to search for the maximum. For example, when
estimating a scale parameter like σ, we maximize the objective function over positive
values.

As another example, to estimate the parameters of the Binomial distribution from
the dataset x1, x2, . . . , xn, we find an integer k that maximizes:

L(k, p|x) = Πn
i=1

(
k

xi

)
pxi(1− p)k−xi

We numerically search over k = {maxxi, 1 + maxxi, 2 + maxxi, . . . , N}. We cannot
take the first-order conditions here.

1.11. Numerical implementation of MLE

In practice, MLE has no closed analytical form, and must be obtained using numer-
ical optimization. These are the issues that come up.

(i) In practice, the likelihood function is a highly non-linear function. It is nu-
merically difficult to find the global maximum. Existing numerical solvers
(such as fmincon and fminsearch in Matlab) only look for local maximum/minimum.

1For a general function τ , if we are interested in estimating the parameter η = τ(θ) from the
likelihood function L(θ|x), then we transform the likelihood as follows: L(η|x) = maxθ:τ(θ)=η L(θ|x)
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(ii) Especially when we have many parameters, we can only hope to get ONE
local maximum. There could be many local maxima.

(iii) Relies on parametric and distributional assumptions, i.e. you have to specify
the model up to some parameters.

(iv) When you build your own model, you have to code up the likelihood function,
as well as the gradient and the hessian (unless you use a derivative-free op-
timization technique). Modern solvers still rely on Newton-Raphson process
to find the MLE of important classes of regressions (e.g. Probit).

(v) In practice, MLE can be numerically unstable. Different starting points of
the optimization solver leads to different estimates. The likelihood function
can be very “kinky”, or exhibit a flat region.

GMM shares a lot of these difficulties. In contrast, Bayesian inference (next lecture)
avoids many of these pitfalls.

In both GMM and MLE, inference relies on asymptotic approximation, and hence,
MLE/GMM estimator always (assumed) have a Normal sampling distribution. Cal-
culating the asymptotic variances in both cases could be difficult.

2. Methods of evaluating estimators

Consistency and strong consistency are both criteria for evaluating estimators. How-
ever, consistency is a large-sample property of an estimator.

For finite-sample property of an estimator, we have seen that unbiasedness can be
used to evaluate estimators. The general topic of evaluating statistical procedures
and estimators is part of the branch of statistics known as Statistical Decision The-
ory.

If θ is the ground truth of the parameters, and your proposed estimate is a, you
incur a loss of L(a, θ). The function L is called the Loss Function and it is the utility
function that is specific to an individual analyst/researcher/statistician.

Common function of L includes the squared error loss function, L(a, θ) = (a − θ)2
and the absolute error loss function L(a, θ) = |a− θ|. These loss functions penalize
under- and over-estimate symmetrically and equally. A loss function that penalizes
overestimation more than underestimation is:
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L(θ, a) =

{
(a− θ)2 if a < θ

4(a− θ)2 if a ≥ θ

Since the estimator a is a random variable that depends on the sample X, we
are interested in the average loss that will be incurred if the estimator a(X) is
used:

EX [L(a(X), θ)]

This is sometimes called the Risk Function.

2.1. Mean Squared Error

The mean squared error (MSE) is the average loss of an estimator a(X) under the
square loss function. That is,

E[(a(X)− θ)2]

An important property of the MSE is:

E[(a(X)− θ)2] = E[(a(X)2]− 2E[a(X)]θ + θ2

= E[(a(X)2]− E[a(X)]2 + E[a(X)]2 − 2E[a(X)]θ + θ2

= Var(a(X)) + (E[a(X)]− θ)2

= Var(a(X)) + bias2

Therefore the MSE measures both the variability of an estimator (precision), as well
as its bias (accuracy). A good estimator according to the mean square loss function
(in the sense of having a low MSE) is both precise and accurate.

Since E[a(X)] − θ is defined as the bias of an estimator, the MSE of an unbiased
estimator is just the variance of the estimator. Estimators with a lower variance is
said to be more efficient.
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2.2. Example

Let X1, . . . , Xn ∼ i.i.d N (µ, σ2).

The estimator X̄ and S2 are both unbiased estimators of µ and σ2.

E[(X̄ − µ)2] =
σ2

n

E[(S2 − σ2)2] =
2σ4

n− 1

Note that the MSE will usually be a function of the true underlying parameters
of the probability distributions. As a result, the MSE can be larger or smaller
depending what the true parameters are.

Controlling bias does not guarantee that the MSE is controlled. There is usually a
trade-off between bias and variance so that a small increase in bias can be traded
for a larger decrease in variance, resulting in a better MSE.

Consider the Maximum-Likelihood estimator of σ2 which is σ̂2 = 1
n

∑n
i=1(Xi−X̄)2 =

n−1
n
S2.

E[σ̂2] =
n− 1

n
σ2

.

Var(σ̂2) =

(
n− 1

n

)2
2σ4

n− 1
=

2(n− 1)σ4

n2

.

The MSE is therefore given by:

E[(σ̂2 − σ2)2] =
2(n− 1)σ4

n2
+ (

n− 1

n
σ2 − σ2)2 =

2n− 1

n2
σ4

.

Now, E[(S2 − σ2)2] = 2
n−1σ

4 = 2n
n(n−1)σ

4 > 2n−1
n(n−1)σ

4 > 2n−1
n2 σ4 = E[(σ̂2 − σ2)2].

The MLE of σ2 has a lower MSE than the sample variance. However, σ2 is a scale
parameters with zero as a natural bound – is MSE the best loss function here?

Consider the Stein’s loss function:
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L(a, θ) =
a

θ
− 1− log

a

θ

Figure 1. Stein’s loss function when the true parameter is θ = 2.
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Compared to the squared loss function, gross underestimation (a→ 0) is penalized
just as heavily as gross overestimation (a → ∞), which is more appropriate for a
scale parameter.

Under this loss function, S2 = 1
n−1

∑n
i=1(Xi− X̄)2 is better than σ̂2 = 1

n

∑n
i=1(Xi−

X̄)2 = n−1
n
S2.

Let a = bS2, then:

L(bS2, σ2) =
bS2

σ2
− 1− log

bS2

σ2

E[L(bS2, σ2)] =
b

σ2
E[S2]− 1− log b− E[log

S2

σ2
]

Therefore b = 1 minimizes the Stein’s loss function.

3. Cramer-Rao lower bound

Recall that the Mean Square Error of an estimator is

E[(a(X)− θ)2] = Var(a(X)) + (E[a(X)]− θ)2

Therefore both the precision and the accuracy of an estimator matter.
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An estimator is a best unbiased estimator if it achieves the lowest variance among
all possible unbiased estimators.

A best unbiased estimator achieves the lowest possible mean squared error among
all possible estimators.

Consider the Poisson distribution P (X = x) = e−λλx

x!
. Because E[X] = λ and

Var(X) = λ, both X̄ and S2 are unbiased estimators of the rate parameter λ.
Which estimator should we use? We know that Var(X̄) = λ

n
, but it is difficult to

derive Var(S2).

Let X = (X1, . . . , Xn) be a random sample from the density f(x|θ), and let T (X)
be an estimator for θ. Define the Fisher’s Information number as:

I(θ) = nE

[(
∂ log f(X|θ)

∂θ

)2
]

(8)

Where the expectation is taken with respect to X ∼ f(x|θ). That is,

I(θ) = nE

[(
∂ log f(X|θ)

∂θ

)2
]

= n

∫ (
∂ log f(x|θ)

∂θ

)2

f(x|θ) dx

For example, with the Poisson distribution, we have:
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I(λ) = n

∞∑
x=1

(
∂ log f(x|λ)

∂λ

)2
e−λλx

x!

= n
∞∑
x=0

(x
λ
− 1
)2 e−λλx

x!

= n

∞∑
x=0

(
x2

λ2
− 2x

λ
+ 1

)
e−λλx

x!

= n

∞∑
x=0

(
x2

λ2
− 2x

λ

)
e−λλx

x!
+ n

= n
∞∑
x=0

(
x2

λ2

)
e−λλx

x!
− 2n+ n

=
n

λ2
(λ+ λ2)− n

=
n

λ

The Fisher’s information number varies with the actual parameter. It measures
the amount of information that a random variable X carries about an unknown
parameter θ in the model f(x|θ).The higher the Fisher’s information number, the
lower the minimum achievable variance. Under some regularity conditions on f , the
Cramer-Rao inequality says that2, for any estimator T (X):

Var(T (X)) ≥
( ∂
∂θ

E[T (X)])2

I(θ)
(9)

If T (X) is an unbiased estimator for θ, then E[T (X)] = θ, and so that ∂
∂θ

E[T (X)] =
1. Among unbiased estimators, the Cramer-Rao lower bound becomes:

Var(T (X)) ≥ 1

I(θ)
(10)

Recall that for the Poisson distribution with unknown parameter, X̄ is an unbiased
estimator of λ, and moreover Var(X̂) = λ

n
. Therefore, the estimator X̄ for λ in

the Poisson case achieves the Cramer-Rao lower bound, and hence, it is the best
unbiased estimator of λ.

2There are some cases where the Cramer-Rao inequality does not apply, for example, when
the parameter space depends on the parameter
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The Fisher’s Information number (and the Cramer-Rao inequality) is defined more
generally as follows. Let X = (X1, . . . , Xn) be a (possibly non-random) sample
from the joint density f(x|θ). Then,

I(θ) = E

[(
∂ log f(X|θ)

∂θ

)2
]

(11)

Note that log f(X|θ) is just the log-likelihood function L(θ|x1, . . . , xn) given real-
ization x1, . . . , xn.

4. Properties of MLE

In finite-samples (for small n), the MLE is often dominated by other estimators in
terms of unbiasedness or mean-squared error. However the MLE has many attractive
features when n is large.

4.1. Consistency and identification

MLE is a consistent estimator. That is, θ̂ converges in probability to θ, the true
parameter value, as n → ∞. Therefore, whatever bias that MLE suffers, it will
disappear when enough sample size is collected.

Although there are many technical conditions required in order to prove the consis-
tency of MLE, many of these conditions cannot be falsified (such as the continuity
of the likelihood function). In practice, the main substantive condition we have to
worry about is the identification condition.

The parameters must be identified in the following sense. If θ 6= θ′, then L(θ|x) 6=
L(θ′|x). If this condition does not hold, then there are two parameter values that
generate the same likelihood. We would not be able to distinguish between these
two parameters even with an infinite amount of datathese parameters would have
been observationally equivalent.

As an example, consider estimating the parameters α, µ, σ given the modelN (αµ, σ2).
Then, (1, µ, 1) and (2, µ

2
, 1) are observationally equivalent. The parameter α is

not identified, MLE will not converge to the true parameter values. Is the model
N (µ− α, σ2/α) identified? What about mixtures of Normals?
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4.2. Asymptotic normality

It turns out that the MLE is asymptotically Normal. That is,
√
n(θ̂MLE − θ) con-

verges in distribution to a Normal distribution with mean zero (since it is consis-
tent).

Moreover, it turns out that MLE is also the most efficient estimator when n→∞.
It achieves the CramerRao lower bound when n is large. When n is large, there is
no other consistent estimator that has a lower mean-squared error than the MLE.
It is the best unbiased estimator in the limit.

Suppose that θ̂MLE is an MLE of θ given the data x1, . . . , xn realizes i.i.d from f(x|θ).
Assume that θ is a scalar, but the result generalizes to a vector of parameters.

√
n(θ̂MLE − θ)

d−→ N (0, I(θ)−1) as n→∞

Where I(θ) is the Fisher’s information number. The variance of MLE is therefore
approximated by 1

n
I(θ)−1.

Let X1, . . . , Xn be i.i.d. N (µ, σ2), and consider the maximum likelihood of σ2. We

know that the MLE of σ2 is σ̂2 = 1
n

∑n
i=1(xi − x̄)2, which has variance 2σ2

n−1 . If we

calculate the Fisher’s information number I(θ) = nE
[(

∂ log f(X|θ)
∂θ

)2]
, we will find

that I(θ) = 2σ4

n
. Therefore for asymptotically large n, the MLE of σ2 achieves the

Cramer-Rao lower bound variance.

In general, MLE is obtained numerically (for example, in Probit regressions), so we
do not know the (finite-sample) sampling distribution of the estimator. We rely on
asymptotic approximations and take 1

n
I(θ)−1 to be the variance of the estimator.

Of course 1
n
I(θ)−1 has no closed-form either, so we estimate E

[(
∂ log f(X|θ)

∂θ

)2]
using

its sample moment: 1
n

∑n
i=1

(
∂ log f(xi|θ)

∂θ

)2
.

When there are multiple parameters in the MLE,

√
n(θ̂MLE − θ)

d−→ N (0, I−1) as n→∞

Where I is the Fisher’s Information Matrix:
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[
I(θ)

]
i,j

= E

[(
∂

∂θi
log f(X; θ)

)(
∂

∂θj
log f(X; θ)

)∣∣∣∣] .
Therefore 1

n
I−1 is taken to be the variance-covariance matrix of θ̂MLE.

In the multivariate case, the Cramer-Rao inequality becomes the following. Let
T (X) be an unbiased estimator of θ, and let V be the variance-covariance matrix
of T (X), then V − I(θ)−1 is positive definite.
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