
LECTURE 14: STATISTICAL PROPERTIES OF ORDINARY
LEAST SQUARES

MECO 7312.
INSTRUCTOR: DR. KHAI CHIONG

1. Multivariate linear regression

Consider the regression model:

yi = β1xi1 + β2xi2 + · · ·+ βkxik + εi(1)

Using Matrix Algebra:

y =

y1...
yn



ε =

ε1...
εn



X =

x11 · · · x1k
...

. . .
...

xn1 · · · xnk



β =

β1...
βk


y = Xβ + ε

Xβ is the matrix product of a n×k matrix with a k×1 matrix, resulting in a n×1
matrix.
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2. Ordinary Least Squares (OLS) estimator

Our dataset is: (yi, xi1, xi2, . . . , xik) for i = 1, . . . , n. The assumed model is y =
Xβ + ε, we want to estimate β.

Make assumption on the data-generating process, derive k number of moments con-
ditions, and use Method of Moments.

Assume that (yi, xi1, xi2, . . . , xik, εi) are i.i.d random sample from (Y,X1, X2, . . . , Xk, ε),
such that E[ε|X1] = 0, E[ε|X2] = 0, . . . , E[ε|Xk] = 0. This is known as the condi-
tional mean independence assumption, or the exogeneity assumption.

Recall that E[ε|X] = 0 implies that E[Xε] = 0, Cov(X, ε) = 0, and also that
E[ε] = 0.

The sample moment conditions can be written as:
∑n

i=1 xi1εi = 0,
∑n

i=1 xi2εi = 0,
. . . ,

∑n
i=1 xikεi = 0. In matrix notation:

XT
1 ε = 0(2)

...

XT
k ε = 0(3)

Where Xk is the k-th row of X, and XT is the matrix transpose of X.

Finally, the moment conditions can be summarized as just:

XTε = 0(4)

Now, we can derive the OLS (Ordinary Least Square) estimators:

XTε = 0(5)

XT (y −Xβ) = 0(6)

XTy −XTXβ = 0(7)

(XTX)−1XTy − (XTX)−1XTXβ = 0(8)

(XTX)−1XTy − β = 0(9)

β = (XTX)−1XTy(10)
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3. The geometry of OLS estimation

Consider the matrix of regressors:

X =
[
x1 x2 . . . xk

]
(11)

S(X) ⊆ Rk, the subspace of X consists of every vector that can be formed as a
linear combination of the column vectors of X.

Now observe that Xβ is just a linear combination of the columns of X:

Xβ =
[
x1 x2 . . . xk

] 
β1
β2
...
βk

 =
k∑

i=1

βixi(12)

Therefore, the fitted values Xβ̂ lies in the subspace of X. Moreover, the OLS
estimator β̂ satisfies XT (y −Xβ̂) = 0, which implies that xT

i (y −Xβ̂) = 0 for all

i = 1, . . . , k, and that xi is orthogonal to y−Xβ̂. We term û = y−Xβ̂ the vector
of fitted residuals.

Since the vector û = y −Xβ̂ is orthogonal to all the column vectors of X, it is
orthogonal to the subspace of X.

Therefore, for a given vector y, OLS findsXβ̂, the vector in the subspace ofX, that
is the closest in Euclidean distance to y. In another words, Xβ̂ is the orthogonal
projection of y onto the subspace of X.

The implication is that y, Xβ̂ and û forms a right-angled triangle in Euclidean
space, and we can apply the Pythagoras’ theorem:

‖y‖2 = ‖Xβ̂‖2 + ‖û‖2(13)

In words, the total sum of squares is equal to the explained sum of squares plus
the sum of squared residuals. This motivates the use of R2 as the goodness-of-fit of
OLS.

R2 =
‖Xβ̂‖2

‖y‖2
(14)

Which always lies between 0 and 1.
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3.1. Linear transformation of regressors

Suppose we take a regressor xk and transform it as a1+ bxk, where 1 is a vector of
ones of the same dimension as xk.

How does OLS estimation change? The fitted OLS values and the residuals do not
change! (The estimated coefficients would change however, but we can just apply the
inverse of the transformation on the estimated coefficients) This is a consequence of
OLS as an orthogonal projection.

If we apply a linear transformation on X, the subspace of X does not change.
Therefore the orthogonal projection of y onto the same subspace would give the
same OLS fitted values and residuals.

To see this, let A be a k×k non-singular matrix. Then, XA is a nonsingular linear
transformation. For instance, X consists of two regressors, X = [1,T ], where T is
the recorded temperature in Celsius. The transformation F = 32 · 1+ 9

5
T can then

be expressed as:

[
1 F

]
=
[
1 T

] [1 32
0 9/5

]
(15)

Now verify that regressing y on X is equivalent to regressing y on XA.

Let β be the OLS estimate of regressing y on X, and let β̃ be the OLS estimate of
regressing y on XA. Show that β̃ = A−1β, and therefore the fitted values are the
same.

3.2. Orthogonal projection

Define the projection matrix as:

PX = X(XTX)−1XT(16)

Multiplying PX with any vector y results in the orthogonal projection of y on to
the subspace of X:

PXy = X(XTX)−1XTy = Xβ̂(17)

Suppose that y = Xa, then check that PXy = y, and so the OLS estimator is
β̂ = a, and û = 0.

Projection matrix PX is idempotent: PXPX = PX .
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Define another projection matrix MX = I − PX , where I is the n × n identity
matrix. While PX creates the fitted value, MX is the residual maker. MXy is the
residual vector that is orthogonal to X, that is, MXy is completed unrelated to
X.

y = PXy +MXy(18)

Hence PXy is the vector in the subspace of X most related to y, while MXy is the
vector that is unrelated to X.

Hence y is decomposed into a systematic part explained by X, and a residual part
that is unrelated/orthogonal to X.

4. Frisch-Waugh-Lovell (FWL) theorem

Consider the regression model y = X1β1 +X2β2 + residuals, where we have parti-
tioned X into two groups of regressors, X1 and X2.

y = X1β1 +X2β2 + residuals(19)

MX1y = MX1X2β2 + residuals(20)

Where MX1 = I − PX1 , PX1 = X1(X
T
1 X1)

−1XT
1 .

The OLS estimates β2 from (19) and (20) are identical.

When we apply MX1 to y, it removes and purges X1 from y, as such MX1y is
orthogonal and unrelated to X1.

FWL theorem is very important, as it means that we can first regress y on X1,
collect the residual as ỹ. Then regress each of the column vector of X2 on X1,
collect the residuals as X̃2. Finally, regress ỹ on X̃2 as if X1 has been controlled
for.

For example, when we download quarterly GDP time series data, we can either
choose (i) the time-series that has been de-trend, and de-seasonalize, or (ii) the
original time-series.

FWL says that the former is equivalent to running the latter regression adding
seasonality dummy variables and a time trend variable.

FWL also underlies the 2-stage least square (2SLS) procedure in instrumental vari-
able estimation.
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5. Multicollinearity

The OLS estimator is β̂ = (XTX)−1XTy.

The matrix (XTX) needs to be invertible. A square matrix that is not invertible is
called singular. A square matrix is singular if and only if its determinant is 0.

The matrix (XTX) has an inverse if the columns of X are linearly independent.
((XTX) has a full column rank).

The columns ofX are linearly independent if we cannot write any one of the column
as a linear function of the other columns. If say, xk = λ1x1 + λ2x2, then there is
perfect multicollinearity. When one of the regressors are too similar to another
regressor, we cannot separately identify their respective coefficients.

In general, even when there is no exact linear relationship between the regressors,
OLS estimator will run into problem when one of the regressors are highly correlated
with another regressor. This is the multicollinearity problem. The inverse (XTX)
is almost singular. Computation of the inverse of an almost singular matrix is highly
unstable and numerically imprecise.

6. Unbiasedness of OLS estimators

Is the OLS estimator β̂ = (XTX)−1XTy unbiased? What does unbiasedness mean
here? We need a ground truth, and say that it is unbiased with respect to a data-
generating process.

(yi, xi1, xi2, . . . , xik, εi)

Let the data-generating process be: y = Xβ0 + ε. Let β̂ be the OLS estimator.
For now, we can be agnostic about the joint distribution of (y,X, ε), in particular,
εi may not even be i.i.d across i.

E[β̂] = E[(XTX)−1XTy](21)

= E[(XTX)−1XT (Xβ0 + ε)](22)

= E[β0 + (XTX)−1XTε](23)

= β0 + E[E[(XTX)−1XTε|X]](24)

= β0 + E[(XTX)−1XT E[ε|X]](25)
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The Law of Iterated Expectation is applied in the last two equations. It is clear
that a sufficient condition for the unbiasedness of OLS estimator is that E[ε|X] = 0.
This expression means that E[εi|X] = 0 for all i = 1, . . . , n.

There are two possible ways to satisfy E[εi|X] = 0. EITHER, E[εi|Xi] = 0 and
(εi,Xi) are i.i.d across i from some probability distributions. OR, (εi,Xi) are not
necessarily i.i.d across i, but E[εi|X1, . . . ,Xn] = 0 for each i. Therefore, in the
context of time-series where i.i.d does not hold true, OLS can still be unbiased.
Either of these are known as the exogeneity condition.

Interestingly, consistency of OLS estimator can be achieved under a more general
data-generating process (consistency requires a weaker assumption).

This result can be used to show that omitting a regressor that is orthogonal to
the others would not bias the OLS estimator. For example, suppose the DPG is
y = X1β1 +X2β2 + ε, and we estimate the model y = X1β1 + u.

6.1. OLS simulation

It is very instructive to implement OLS estimators in a programming language of
your choice.

Let the (true) data-generating process be Yi = 2 − 4Xi1 + 0.5Xi2 + εi for i =
1, . . . , 1000, where εi ∼ i.i.d N (0, 2), Xi1 ∼ i.i.d Exponential(0.5), and Xi2 ∼ i.i.d
N (0, 1). Are the covariates X exogenous here? If it is, compute the OLS estimates,
and compare them to the true values.

How do we estimate the variance of εi? Sum of squares residuals.

E[ε2] ≈ 1

n
(y −Xβ̂)T (y −Xβ̂)(26)

Suppose we only regress yi on 1 and x1i, what happens to the OLS estimates?
In another words, we now try to estimate the following misspecified model: Yi =
β1 + β2X1i + vi. OLS estimator relies on the assumption that E[vi|X1i] = 0, and we
know that vi = 0.5X2i + εi.

Now suppose (X1i, X2i) ∼ i.i.d multivariate Normal with a covariance matrix of[
1 1.5

1.5 3

]
.

Consider the simulation exercise before. Let the (true) data-generating process be
Yi = 2− 4Xi1 + 0.5Xi2 + εi for i = 1, . . . , 1000, where εi ∼ i.i.d N (0, 2), Xi1 ∼ i.i.d
Exponential(0.5), and Xi2 = 5− 2Xi1.
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Now let Xi2 = 5− 2Xi1 + vi, where vi ∼ N (0, 0.1).

Multicollinearity can be detected by calculating the condition number of the matrix
(XTX). When the condition number is high, the matrix is ill-conditioned and
almost singular.1

7. OLS covariance matrix

Having established that OLS is unbiased under the exogeneity condition, what is
Var(β̂)? When we take the variance of a k-dimensional vector, we mean the k-by-k
variance covariance matrix.

Recall that

β̂ = (XTX)−1XT (Xβ0 + ε)(27)

= β0 + (XTX)−1XTε(28)

β̂ − β0 = (XTX)−1XTε(29)

The variance-covariance matrix is given by:

E[(β̂ − β0)(β̂ − β0)
T ] = E[(XTX)−1XTε((XTX)−1XTε)T ](30)

= E[(XTX)−1XTεεTX(XTX)−1](31)

= E[E[(XTX)−1XTεεTX(XTX)−1|X]](32)

= E[(XTX)−1XT E[εεT |X]X(XTX)−1](33)

= E[(XTX)−1XTσ2IX(XTX)−1](34)

= σ2 E[(XTX)−1](35)

An estimate of the variance-covariance matrix is then

Var(β̂) = σ̂2(XTX)−1(36)

The precision of the OLS estimator is defined as the inverse of the variance-covariance
matrix. We see that the precision of the OLS estimator decreases as σ2 increases.

1The condition number is computed by finding the square root of the maximum eigenvalue
divided by the minimum eigenvalue of the matrix. If the condition number is above 30, the
regression may have significant multicollinearity. The condition number of a matrix indicates the
potential sensitivity of the computed inverse to small changes in the original matrix.
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Check using simulation that the variance of OLS estimators also increase when:
(i) sample size n decreases, and (ii) when the collinearity between regressors in-
creases.
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