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Abstract

In an effort to combat ad annoyance in mobile apps, publishers have introduced a new ad

format called “Incentivized Advertising” or “Rewarded Advertising”, whereby users receive

rewards in exchange for watching ads. There is much debate in the industry regarding its’

effectiveness. On the one hand, incentivized advertising is less intrusive and annoying, but

on the other hand, users might be more interested in the rewards rather than the ad content.

Using a large dataset of 1 million impressions from a mobile advertising platform, and in

three separate quasi-experimental approaches, we find that incentivized advertising leads to

lower users’ click-through rates, but a higher overall install rate of the advertised app.

In the second part, we study the mechanism of how incentivized advertising affects users’

behavior. We test the hypothesis that incentivized advertising causes a temptation effect,

whereby users prefer to collect and enjoy their rewards immediately, instead of pursuing the

ads. We find the temptation effect is stronger when (i) users have to wait longer before

receiving the rewards and when (ii) the value of the reward is relatively larger. We further

find support that incentivized advertising has a positive effect of reducing ad annoyance – an

effect that is stronger for small-screen mobile devices, where advertising is more annoying.

Finally, we take the publisher’s perspective and quantify the overall effect on ad revenue.

Our difference-in-differences estimates suggest switching to incentivized advertising would

increase the publisher’s revenue by $3.10 per 1,000 impressions.
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1. Introduction

Mobile advertising has recently become the most dominant segment of digital advertising.

In the US, business spending on mobile advertising accounts for more than 50% of the total

digital ad spending. For mobile marketers and advertisers, the latest shift is toward apps

(mobile applications).

Within mobile apps, especially mobile gaming apps, publishers have recently adopted a

new format of advertising, called incentivized advertising. In an incentivized ad, publishers

reward users in exchange for watching a video ad. The rewards comes in the form of a

small amount of in-app currency like gems, in-game items, or additional game lives and

levels. These rewards are given automatically to users after they finish watching the video.

For example, users playing the mobile game Nibblers (the publisher) would receive a free

booster to help advance their progress in the game when they watch a video ad from Angry

Birds (the advertiser). For this reason, incentivized advertising is also commonly known as

“Rewarded Advertising” in the industry.

According to a leading mobile marketing analytics and attribution platform, AppsFlyer,

in 2017, 14 of the top 20 free gaming apps in the US were using an ad platform that offers

incentivized ads as a monetization method.1 Despite the increasing popularity of incentivized

advertising, little research has investigated whether it works. Within industry, practitioners

are split and there is still much debate regarding the advantages comparing incentivized

versus non-incentivized advertising.2

1https://www.appsflyer.com/blog/rewarded-advertising-2017-good-bad-ugly/
2https://techcrunch.com/2015/09/10/whats-better-incentivized-or-non-incentivized-app-install-

campaigns/
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On one hand, incentivized advertising is less intrusive and annoying to the users, be-

cause it allows app developers to integrate ads into the game, for example, by offering extra

game lives as rewards for watching the ads. On the other hand, users might be more in-

terested in the rewards – at worst, it acts as a red herring that drive traffic away from the

advertiser’s page and toward rewards redemption. In this paper, we provide answers to the

following questions: does incentivized advertising increase the publishers’ conversion rates

and ad revenues? What is the mechanism by which incentivized advertising affects users’

behavior? Understanding the mechanism of action would shed light on how we can improve

the effectiveness of incentivized advertising.

We analyze a dataset from a mobile advertising platform that contains close to 1 million

ad impressions. Both advertisers and publishers are mobile gaming apps. That is, advertisers

on this platform are mobile gaming apps wanting to acquire more users, and publishers

are also mobile gaming apps wishing to monetize users’ impressions. After watching an

incentivized video ad, a user receives the reward and decides how to respond to the ad in a

two-stage conversion funnel. First, the user decides whether to click on the ad, which directs

the user to the advertiser’s page in the App Store. This first stage is called the Click decision

stage. Upon clicking on the ad, in the second stage, she then decides whether to install the

advertised mobile app. This second stage of the conversion funnel is the Install stage.

This paper is divided into three parts. In the first part, we use different quasi-experimental

methods to assess the effect of incentivized advertising on users’ behavior: a matching

method to control for selection on observables, an IV approach to control for selection on

unobservables, and a user-level fixed-effects analysis. In the second part, we propose and

test mechanisms that can explain the results in the first part. In the third part, we take
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the publisher’s perspective and ask if switching to incentivized advertising can increase its

revenue.

A unique aspect of our dataset is that it is a platform-level dataset spanning many

different types of apps, advertisers, and publishers. Typically, researchers only have access

to or are able to perform experimentation on one app. Another advantage of our dataset is

that it is large enough to reliably measure conversion events that are rare, such as installing

an app after watching an ad (the install rate is less than 0.5% in our context).

We first show, using reduced-form models, that (i) incentivized ads are associated with

lower click-through rates and that (ii) incentivized advertising has a higher install rate con-

ditional on click-through, as well as a higher install rate overall. In the first of a series of

quasi-experimental analyses, we consider the case of selection on observables, assuming we

can control for any non-randomization in the serving of incentivized ads using observed char-

acteristics of users, advertisers, and publishers. Here, we also find incentivized advertising

reduces the click-through rate while increasing the overall install rate.

The second quasi-experimental approach is an instrumental variable (IV) approach to

control for selection on unobservables. Since users can self-select into watching incentivized

advertising in order to collect rewards, and likely this self-selection is based on unobserved

variables, it became important to control for unobservables. Here, we also explicitly model

the conversion funnel – the sequential nature of click-through and install. Identification of the

model requires an IV that enters into the selection equation but not the outcome equations.

Our IV is a supply-side variable called CPI (cost per install). A user’s CPI is how much the

publisher would receive in revenue if the user installs after watching the ad. Because the

platform believed incentivized advertising works better in converting users, publishers often
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disproportionately target incentivized advertising toward these high-CPI users. At the same

time, the user never observes her CPI, which is determined by supply-side factors such as

the competitive bidding process among advertisers. Therefore, a user’s CPI might not affect

her behavior.

To feasibly estimate the model with such a large number of observations, we use statisti-

cal copulas to model the unobserved selection and to formulate a computationally tractable

closed-form likelihood and gradient.3 Our previous finding remains robust: incentivized

advertising leads to a lower probability of click-through and a higher probability of install.

The third quasi-experimental approach is a user-level fixed-effects analysis. We track the

behavior of the same user across apps, in apps that adopted incentivized advertising, and in

apps that did not. The goal of this user-level analysis here is to control for unobserved users’

characteristics and selection based on these unobservables. Echoing the previous results,

we find a user has a lower click-through rate after watching an incentivized ad versus a

non-incentivized ad. However, we do not find any significant effect on the overall install

rate.

In the second part of the paper, we investigate the mechanism for which incentivized

advertising affects users’ behavior. We seek to uncover moderating variables that could

minimize the negative effect on click-through rate, as well as design insights that could

maximize the positive effect on install rate. An important mechanism here is the temptation

effect. Under incentivized advertising, users are more tempted to collect the rewards and

resume the game, instead of clicking through on the ad that takes the user to the App Store.

3In doing so, we follow a growing literature in marketing that uses copula method; see Park and Gupta
[2012] and Danaher and Smith [2011a].
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If the presence of a reward decreases click-through rates through the temptation effect,

we would expect a longer time delay – the duration of delay the user faces before she can

receive the rewards – would further magnify the negative temptation effect. We operational-

ize the time delay here as the length (in seconds) of the non-skippable ad that the user is

forced to watch before she can receive the rewards. Indeed, we see strong evidence that

incentivized advertising has an additional negative effect on the probability of click-through

when the video ads are longer. We take advantage of the rich variation of ad lengths in our

dataset – ranging from 1 second to 60 seconds. A takeaway for publishers here is that the

non-skippable-ad duration should be no longer than 8 seconds. According to our estimate,

incentivized advertising can even have a positive effect on click-through if the ad duration is

no longer than 8 seconds.

To further rule out other competing mechanisms, we postulate that when the value of

rewards is higher, the temptation effect would be stronger. We attempt to measure a user’s

value for rewards based on her willingness to spend on in-app purchases. The rationale is

that the rewards associated with incentivized advertising are in-app items that can also be

purchased using real money. As such, a user who has a higher in-app spending propen-

sity would also value these rewards less. Indeed, we find evidence that a user’s spending

propensity moderates the negative effect of incentivized advertising on click-through.

In addition to the temptation effect of incentivized advertising, we postulate that it

has an ad annoyance reduction effect. Ad annoyance is a particular concern in mobile

advertising, where mobile devices have smaller screen sizes than personal computers. Ads

are more intrusive and less viewable on mobile devices. Offering rewards to users for watching
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an ad may lead to users feeling less annoyed and more likely to install if they click on the

ads.

To test the ad annoyance effect, we hypothesize that ads are more annoying and intru-

sive when they are viewed on a device with a smaller screen size. Therefore, incentivized

advertising has a greater potential to alleviate ad annoyance among these users. Indeed, we

find evidence that when the user’s device has a smaller screen size, incentivized advertising

has a positive effect on the overall probability of install. Our estimates suggest that when

devices’ screen resolution is below 2.78 million pixels, the overall effect of incentivized ad-

vertising is positive. Accordingly, publishers should target incentivized advertising toward

users whose screen sizes are smaller and who would otherwise find ads to be intrusive.

Finally, in the last part of the paper, we take the publisher’s perspective and ask whether

switching to incentivized advertising would increase ad revenue. Unlike in earlier parts of

the paper, we do not separate out the effect of selection from the overall effect of incen-

tivized advertising, because users’ self-selection affects the publisher’s revenue. We utilize a

difference-in-differences setup in which an app in our platform switches to incentivized ad-

vertising during the observation period. As a control group, we use apps that do not adopt

incentivized advertising during the entire observation period. The difference-in-differences

estimates suggest the effect of switching to incentivized advertising increases the publisher’s

revenue by $3.10 per 1,000 impressions, which is a 70% increase in revenue per impression.

Understanding how different forms and formats of online display and video advertising

affect users’ behavior is important for marketers. Among the different formats of online

display and video advertising that marketers have studied are native advertising (Aribarg and

Schwartz [2020], Sahni and Nair [2020], Wang, Xiong, and Yang [2019]), animated display
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advertising (Bruce, Murthi, and Rao [2017]), and banner advertising (Rutz and Bucklin

[2012], Manchanda, Dubé, Goh, and Chintagunta [2006]). This paper belongs to this stream

of effort that seeks to understand emerging and innovative forms of online advertising.

Consumers are spending an unprecedented amount on their mobile smartphone devices.

Marketers are recognizing the importance of using mobile channels for advertising and pro-

motions. Our paper is related to this nascent field of mobile marketing (Shankar, Venkatesh,

Hofacker, and Naik [2010]), which include mobile promotions (Park, Park, and Schweidel

[2018]) and mobile advertising (Rafieian and Yoganarasimhan [2020], Bart, Stephen, and

Sarvary [2014], Andrews, Luo, Fang, and Ghose [2015]).

Our paper also belongs to the strand of literature studying consumers’ journey from

advertising to conversion, as encapsulated by the purchase or conversion funnel; see, for

example, Hoban and Bucklin [2015], Seiler and Yao [2017], Johnson, Lewis, and Nubbemeyer

[2017].

The rest of the paper is organized as follows. Section 2 describes the data and the

relevant industry background. Sections 3, 4, and 5 contain the three quasi-experimental

methods. Section 6 discusses the mechanisms. Section 7 discusses the managerial implication

and the effect of incentivized advertising on the publisher’s revenue. Section 8 concludes.

All figures and tables are contained in the Appendix.

2. Data and industry background

The dataset comes from a US-based mobile advertising platform. The platform acts as an

intermediary that facilitates the selling of user impressions generated from publishers to

advertisers. This platform specializes in the serving of video ads between mobile gaming

apps – advertisers and publishers on both sides of the platform are mobile gaming apps.
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Many different genres of apps are represented in this platform, ranging from Casino apps to

RPG (role-playing game) apps.

We define incentivized advertising as an ad format whereby the user will receive a reward

at the end of the video ad. Users know a reward will be given. Similarly, non-incentivized

advertising is defined as an ad format whereby no reward will be given at the end of the video

ad. Every ad is either incentivized or non-incentivized. The rewards in this app are tied to

the game itself (in-app rewards); for example, the rewards can help the player to advance in

their game, or users can be rewarded with a weapon or costume. We assume here that the

only difference between incentivized and non-incentivized advertising is whether a reward is

offered after watching an ad; as such, the effect of incentivized advertising is interpreted as

the effect of rewarding users for watching ads.

At the other extremes of incentivized advertising, rewards are given in exchange for

actions further down the conversion funnel. For example, users would receive rewards within

the publisher’s app in exchange for installing and opening the advertiser’s app. This is not

the case for this platform – no other actions are needed for the rewards to be paid out, other

than viewing the non-skippable ad.

The content of the ad consists of a short video trailer showing another mobile app. These

ads are targeted – they show mobile apps that users are likely to download and install. The

targeting and serving of these ads are operated by a platform, which shares a pre-specified

percentage of revenue with the publisher.

Users are not allowed to skip the ad. Rewards are only given after the ad concludes. At

the end of the ad, users can either exit the ad or can click on the “Install” button. If users

click on the ad, they will be directed to the advertiser’s page in the App Store. In the App
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Store, users can see additional information about the app and can choose to install the app.

As such, the conversion funnel consists of two outcomes, an intermediate Click and a final

Install.

This particular platform operates on a CPI model, where an advertiser only pays the

publisher in the event that the user installs the advertiser’s app. CPI advertising is common

in this market.

Field experiments in the context of this platform would be costly because intervention

on a platform level involves more than one advertiser and publisher. Comparatively, our

advantage here is that we are able to consider many different advertisers and publishers.

2.1. Data and variable description

The dataset contains close to 1 million observations (949,998) from the ad platform. The

time frame spans from September 1, 2016, to October 15, 2016. Each observation consists

of an ad-serving instance, which is also commonly called an impression. These 1 million

impressions are randomly sampled from the platform.

The sample contains 549 publishers and 398 advertisers. All advertisers and publishers

are mobile gaming apps. In selecting this random sample of 1 million impressions, we

consider only those publishers that offer users a mix of incentivized and non-incentivized

ads. However, later in the paper, when we perform user-level analyses and difference-in-

differences analysis, we make use of apps that have not yet adopted incentivized advertising.

We classify our variables into three groups: (1) endogenous outcome variables, (2) user-

specific variables that are fixed across apps and impressions, and (3) impression-specific

variables that vary from ad impression to impression.
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2.1.1. Outcome variables

We now describe the outcome variables.

(1) Incentivized: a binary variable, where Incentivized = 1 if the user has been served an

incentivized ad. Incentivized = 0, if the user has been served a non-incentivized ad.

(2) Click: a binary outcome variable indicating whether a click has occurred. Click is

the first outcome in the conversion funnel. Clicking on the ads redirects users to the

relevant page in the Android or Apple App Store, where users have the opportunity

to install the advertised app.

(3) Install: a binary outcome variable indicating whether an install has occurred during

that impression. Install is the final outcome in the conversion funnel.

Table 1. Summary statistics of the endogenous outcome variables

Statistic N Mean St. Dev. Min Max

Click 948,963 0.058 0.235 0 1
Install 948,963 0.005 0.070 0 1
Incentivized 948,963 0.380 0.485 0 1

2.1.2. User-specific variables

We now describe the user-specific variables that are fixed across apps and impressions. These

variables are also fixed across time in our dataset.

Table 2. User-specific variables that do not vary across apps.

Statistic N Mean St. Dev. Min Max

English 948,963 0.392 0.488 0 1
Spanish 948,963 0.134 0.341 0 1
Russian 948,963 0.066 0.248 0 1
Chinese 948,963 0.041 0.198 0 1
Portugese 948,963 0.048 0.214 0 1
Samsung 948,963 0.152 0.359 0 1
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Huawei 948,963 0.016 0.125 0 1
LG 948,963 0.020 0.141 0 1
iPhone8 948,963 0.128 0.334 0 1
iPad4 948,963 0.054 0.225 0 1
iOS 948,963 0.651 0.477 0 1
Resolution 948,963 1.145 0.876 0.154 5.595
Country Tier 1 948,963 0.276 0.447 0 1
Country Tier 2 948,963 0.218 0.413 0 1

(1) Languages: dummy variables for the language used in the user’s mobile device. The

top five languages by number of observations are (1) Spanish (ES), (2) English (EN),

(3) Portuguese (PT), (4) Russian (RU), and (5) Chinese (ZH).

(2) Android Device Brands: dummy variables for the brands of mobile devices operat-

ing on the Android Operating System. We created dummy variables for Samsung,

Huawei, and LG because these devices were the most popular brands in our sample.

(3) Apple Devices: dummy variables for users using iPhone8 and iPad4. Here, iPhone8

refers to the 8th generation of iPhone released by Apple in September 2015, which

includes iPhone 6s, iPhone 6s Plus, and iPhone SE. These iPhones were the newest

ones at the time of our sample period. Using Apple’s internal model identifier, iPad4

refers to the line of products called iPad Air, released by Apple in November 2013.

iPad4 is the most common Apple tablet device in our sample.

(4) iOS: a dummy variable for whether the user’s mobile device uses an iOS operating

system, that is, Apple devices.

(5) Country Tiers. The platform allows geographical targeting at the level of Country

Tiers. If Country T ier 1 = 1, the users originate from US, AU, CA, GB, and NZ. If

Country T ier 2 = 1, the users are from DE, FR, IT, NL, BE, NO, SE, CH, ES, RU,
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FI, and PT (chiefly continental Europe countries). The omitted countries fall into

Country T ier 3, which consists of users from the rest of the world.

(6) Screen Resolution: the number of pixels (per million) of the user’s mobile device. It

is computed by multiplying the number of pixels per horizontal line by the number

of pixels per vertical line. A higher screen resolution corresponds to a larger screen

size and a better visual quality.

2.1.3. Impression-specific variables

We now describe variables that are specific to a given ad impression.

(1) WiFi: whether the device is connected to a WiFi network or not. If the device is

not connected to a WiFi network, data are transmitted through a mobile cellular

network.

(2) Device Volume: a numeric value from [0, 1] that describes the volume level of the

user’s device at the moment of ad serving.

(3) OS Version: a numeric variable indicating the version number of the user’s mobile

operating system (whether Android or iOS). A higher number corresponds to a newer

and more recent operating system.

(4) Client: a dummy variable indicating whether the ad creative was supplied by the

advertiser. A value of zero means that the platform supplied the ad creative.

(5) Ad length: duration of the video ad (in seconds).

(6) Publisher’s app genre: dummy variables for the genres of the publisher’s app. Action

Publisher is 1 if the publisher’s app is labeled as “Action” in the App Store. Sim-

ulation Publisher and Strategy Publisher are constructed in a similar manner. Note

these genres are not mutually exclusive, so an app can fall into more than one genre.
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(7) Advertiser’s app genre: dummy variables for the genres of the advertiser’s app. We

consider four types of genres (which may overlap): “Strategy,” “RPG (Role-Playing

Games),” “Casino,” and “Puzzle.” For example, Casino Advertiser is 1 if the adver-

tiser’s app belongs to the Casino genres, which are generally games such as Poker,

Blackjack, and various other card games.

Table 3. Summary statistics for impression-specific variables

Statistic N Mean St. Dev. Min Max

OS Version 948,963 8.006 2.307 2.300 15.100
WiFi 948,963 0.732 0.443 0 1
Device Volume 948,963 0.531 0.313 0.010 1.000
Client 948,963 0.687 0.464 0 1
Ad length 948,963 26.918 5.279 1 60
Action Publisher 948,963 0.719 0.450 0 1
Simulation Publisher 948,963 0.111 0.315 0 1
Strategy Publisher 948,963 0.084 0.278 0 1
Strategy Advertiser 948,963 0.415 0.493 0 1
RPG Advertiser 948,963 0.377 0.485 0 1
Casino Advertiser 948,963 0.143 0.350 0 1
Puzzle Advertiser 948,963 0.152 0.359 0 1

3. Method I: Matching to control for selection on observables

We first present some model-free evidence that incentivized advertising reduces users’ click-

through rate but increases the install rate.

In Table 5, we analyzed close to 1 million (N = 948963) ad servings across multiple

advertisers and publishers within the platform. The sample includes 549 publishers and

398 advertisers. A simple linear regression shows Incentivized has a significantly negative

effect on click-through probability. In particular, column 1 shows incentivized advertising

is associated with a 3.4 percentage point lower click-through rate, or roughly 50% decrease
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from the baseline.4 In column 2 of Table 5, we also regress the outcome Click on the same

set of covariates using a Probit model. The Probit result is consistent with the result using

a linear probability model.

In column 3 of Table 5, we look at users’ install rate conditional on click-through.

Interestingly, we see Incentivized has a statistically significant positive effect on a user’s

probability of installing conditional on clicking. The implied marginal effect from the Probit

regression is 0.00076574. The baseline install rate is 0.00495.5 Hence, this marginal effect

represents about a 15% increase in the baseline install rate. Finally, we see in the last column

of Table 5 that overall, incentivized advertising has a positive effect on a user’s probability

of install, despite having a negative effect on the user’s click-through.

3.1. Reduced-form evidence: Matching to control for selection on observables

Whether a user is served an incentivized ad is not random. A user could self-select into

watching incentivized ads. For example, when the user encounters difficulty in the game, the

app will prompt the user to either watch an ad for some additional lives, or not watch the

ad and use real money to purchase in-app items. The evidence presented in the last section

does not control for such selection bias. In addition to users’ self-selection, the publisher

also contributes to selection by targeting certain users with incentivized advertising.

We first consider the case of selection on observables, assuming we can control for any

non-randomization in the serving of incentivized ads using users’ observed characteristics,

as well as advertisers and publishers’ observed characteristics. Essentially, we are assuming

that if the publisher is targeting and only offering certain users the choice of incentivized

4Because the overall click-through rate is 5.8% (see Table 1), incentivized advertising reduces the overall
click-through rate by roughly half.

5The overall install rate is 4,700 installs out of 55,469 clicks and 948,963 ad servings.
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ads, the targeting is based only on the users’ observed characteristics. Moreover, when a

user opts in to watching incentivized ads, she does so not only on the basis of her observed

characteristics, but also based on the app’s characteristics.

Many different matching methods exist, such as matching based on propensity scores.

Here, we use the coarsened exact matching (CEM) procedure of Iacus, King, and Porro

[2012]. CEM works very well with categorical variables. Most of our observed covariates are

categorical in nature. For this reason, Zervas, Proserpio, and Byers [2017] also uses CEM to

examine the causal impact of Airbnb adoption on hotel revenue. Another reason to use CEM

is that it is computationally feasible given the size of our dataset. Our matching variables

include pre-treatment variables, which are variables that are observed before incentivized

ad serving. They exclude all outcome variables but include all user-specific and impression-

specific variables listed in Table 2 and 3.

In CEM, we match every incentivized ad serving with a non-incentivized ad serving, such

that the observed characteristics between these two observations are as similar as possible.

The hope is that the more similar treated and control ad servings are in their observed

characteristics, the less likely they are to differ in unobserved ways, allowing us to control

for endogeneity concerns.

As a result of CEM matching, we discarded observations that could not be balanced, and

we are left with 746,964 observations. In Table 6, we run our analysis (Probit) only on the

matched sample. Column 1 of Table 6 shows that after controlling for selection on observ-

ables, incentivized advertising still has a lower click-through rate. However, compared with

Table 5, where we do not control for selection, the magnitude of Incentivized is noticeably
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smaller. Calculating the marginal effect, incentivized advertising would reduce click-through

rates by 28%.

In column 2 of Table 6, we show Incentivized has a positive effect on Install, conditional

on click-through. In column 3, this positive effect persists overall, without conditioning on

click-throughs. Now, the magnitude of these effects is smaller than what we estimated before

on the full, unbalanced sample. Calculating the marginal effect, incentivized advertising

would increase the overall install rate by 18%.

In column 4 of Table 6, we examine the effectiveness of incentivized advertising according

to the genres of the publishers. We find publishers whose app genre is Strategy should not

use incentivized advertising – it has a negative effect on the overall install rate.

Among other interesting insights from Table 6 are that Apple iOS users, Spanish-

speaking users, and connected-via-WiFi users are associated with lower install rates. On

the other hand, Mandarin-speaking users, and users from Tier 1 countries are associated

with higher install rates.

4. Method II: Controlling for selection on unobservables using IV

In the previous section, we control for user’s selection into incentivized advertising, using

observed characteristics of the users, advertisers, and publishers. However, unobservable user

characteristics might explain selection into incentivized advertising, while affecting users’

outcomes. In this section, we control for selection on unobservables, in addition to selection

on observables, using an IV approach.

In addition, we now explicitly model the conversion funnel, that is, the sequential nature

of click-through and install. Without accounting for the interdependence of click-through

and install, our previous reduced-form approach could be misspecified.
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Equations 1 and 2 below model the behaviors of the users along the conversion funnel.

Y2i = 1[α1Y1i +Xiβ2 + ε2i ≥ 0](1)

Y3i
∣∣(Y2i = 1) = 1[α2Y1i +Xiβ3 + ε3i ≥ 0](2)

Y3i
∣∣(Y2i = 0) = 0

Equation 1 determines when a user would click on the ad. Equation 2 determines when

a user would install the advertised app after clicking. The parameters α1 and α2 capture

the effects of rewards on the outcomes Y2i (which represents Click) and Y3i (which represents

Install). Here, Xi is a vector of covariates that affects users’ click and install behavior.

The binary variable di indicates whether an ad serving is incentivized or not. We model

the selection of users into incentivized advertising using equation 3 below.

Y1i = 1[Ziβ1 + ε1i ≥ 0](3)

The vector Zi contains variables that could affect the serving of incentivized ads. More-

over, we require that the vector Zi contains some variables that do not enter into Xi, that

is, the exclusion restriction that some variables affect the serving of incentivized ads but do

not affect users’ click-through and install outcomes.

Our exclusion restriction or IV is CPI (Cost-per-Install). CPI is how much the publisher

would receive in dollar amount if the ad leads to an install. In our platform, advertisers bid in

terms of CPI; that is, advertisers only pay if a user subsequently installs the advertised app

following an ad serving. CPI is a supply-side variable that is determined by the advertiser’s

belief about how valuable the user is, as well as supply-side factors such as competition among
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advertisers, the number of advertisers bidding on the user’s segment, reserve prices and

other cost factors. The user never observes CPI, but it is a variable known to the platform,

advertiser, and publisher. Therefore, publishers can use CPI in targeting incentivized ads,

but it should not affect the users’ click-through and install behavior.

In our result below, we see evidence that publishers are using CPI to target incentivized

advertising. Indeed, the industry believes that incentivized advertising works better by

reducing ad annoyance. The rationale for implementing incentivized advertising in the first

place is that it is believed to lead to a higher conversion rate. Therefore, publishers would

want to target incentivized ads toward higher-revenue users.

Reports and white papers from ad platforms have indicated that users’ experience with

the app has improved with incentivized advertising. Some reports also mentioned targeting

high-value users with incentivized advertising.6

By allowing the unobservables (ε0i, ε1i, ε2i) to be correlated with each other in the equa-

tions above, we are able to control for selection on unobservables. In a similar vein, Bron-

nenberg, Dubé, and Mela [2010] also control for self-selection in two ways: selection on

observables and selection on unobservables using IV.

4.1. Using copulas to model unobserved selection

Our outcome variables are sparse – the click-through rate is 5.6%, whereas the install rate is

0.5%. Therefore, starting with a large number of impressions helps us reliably estimate rare

conversion rates. Because (ε0i, ε1i, ε2i) are correlated, equations 1, 2, and 3 must be estimated

jointly. However, given the sparseness of the outcome variables, and a large number of

6https://www.appsflyer.com/blog/rewarded-advertising-2017-good-bad-ugly/
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observations, modelling the dependence among (ε1i, ε2i, ε3i) as a multivariate Gaussian is not

computationally feasible.7

With this in mind, we now specify the distribution of (ε1i, ε2i, ε3i) that leads to a tractable

close-form likelihood. A closed-form likelihood function also allows us to derive the gradient

of the likelihood function in closed form, leading to a much faster convergence to the optimal

solution.

The marginal distributions of ε1i, ε2i, and ε3i are assumed to have the standard logistic

distributions. That is, ε1i ∼ Logistic(0, 1), where the CDF of ε1i is Pr(ε1i ≤ x) = 1
1+e−x .

Similarly, the marginal distributions of ε2i and ε3i are both assumed to have the standard

logistic distributions. Denote F1(e1), F2(e2), F3(e3) as the marginal CDFs of ε1i, ε2i, and ε3i,

respectively.

To model the dependence among (ε1i, ε2i, ε3i), the joint CDF of (ε1i, ε2i, ε3i) is formulated

as C(F1(e1), F2(e2), F3(e3)), where C is a function known as a Copula. This is without loss

of generality – any joint CDF of (ε1i, ε2i, ε3i) can be written this way (Sklar’s Theorem).

Copulas are used extensively in finance to model the dependence among random variables,

and recently, copulas have appeared in marketing; see Park and Gupta [2012], George and

Jensen [2011], Kumar, Zhang, and Luo [2014], Danaher and Smith [2011a,b].

By choosing a copula that has an analytical closed form, we can efficiently compute the

gradient of the likelihood function in closed form as well. There are many copula functions. In

particular, we choose the Frank copula. The (two-dimensional) Frank copula is the function

7We would need to compute the cdf of a trivariate Gaussian as many times as there are impressions.
Computing each cdf of a trivariate Gaussian involves multi-dimensional integrations, which requires either
Monte Carlo integration or numerical quadrature. For instance in MATLAB and R, the algorithm to
calculate the cdf of a trivariate Gaussian employs numerical quadrature techniques developed by Drezner
and Wesolowsky (1989) and Genz (2004). For higher dimensions, a quasi-Monte Carlo integration algorithm
is used.
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C(u, v) = −1
θ

log
[
1 + (exp(−θu)−1)(exp(−θv)−1)

exp(−θ)−1

]
, whereas the k-dimensional multivariate Frank

copula is the function C(u) = −1
θ

log
[
1 +

∏k
i=1(exp(−θui)−1)
(exp(−θ)−1)k−1

]
.

Using the Frank copula, the joint cdf of the error terms can be written as follows, where

F1, F2, and F3 are cdfs of the logistic distributions:

Pr(ε1i ≤ e1, ε2i ≤ e2, ε3i ≤ e3)(4)

= C(F1(e1), F2(e2), F3(e3))(5)

= −1

θ
log

[
1 +

(exp(−θF1(e1))− 1)(exp(−θF2(e2))− 1)(exp(−θF3(e3))− 1)

(exp(−θ)− 1)2

]
.(6)

The parameter θ ∈ R \ {0} controls the dependence among a given pair of random

variables. A one-to-one relationship exists between the parameter θ and the Kendall rank

correlation coefficient τ of a pair of random variables. When θ > 0, Kendall’s τ is positive,

whereas θ < 0 implies τ < 0.

We use the Frank Copula because its parameter has unbounded support, which makes it

an unconstrained optimization problem, and also because its dependence parameter θ maps

into the entire range of rank correlations. Some other common copulas, such as the Gumbel

copula, restricts τ to be positive. Our model nests the model with no dependence among

the unobserved terms. When θ → 0, the error terms become uncorrelated and independent,

so we find no selection on unobservables.

4.2. Estimation details

In Appendix 9.9, we show how to explicitly write down the likelihood function in terms of

the copula function. For example, the likelihood of observing Y1i = 1, Y2i = 0,Y3i = 0 (incen-

tivized ad, but no click and no install) is given by P (Y1i = 1, Y2i = 0,Y3i = 0) = F (−Xiβ3)−
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C(F (−Ziβ1), F (−Xiβ3))−C(F (−Xiβ2), F (−Xiβ3))+C(F (−Ziβ1), F (−Xiβ2), F (−Xiβ3)),

where F is the logistic cdf and C is the Frank copula. The likelihood associated with all six

combinations of events can be expressed analytically in terms of the Frank copula.

Having formulated the likelihood function as in Appendix 9.9, the likelihood function

we seek to maximize is simply
∏n

i=1 P (Y1i = y1, Y2i = y2, Y3i = y3|Xi,Zi). We have 88 pa-

rameters to be estimated, which we denote as Θ = (θ, α1, α2,β1,β2,β3). We take a Bayesian

approach and impose relatively flat priors over Θ. In particular, the prior distribution is

Θ ∼ N (0, 5I). For this copula estimation, we use only observations that are balanced and

matched through CEM.

The advantage of using copulas is that the gradient of the log-likelihood function with

respect to the parameters can also be computed with ease. As such, we can employ more

efficient Markov chain Monte Carlo (MCMC) algorithms that make use of the gradients, such

as the Metropolis-adjusted Langevin algorithm (MALA) (Roberts and Tweedie [1996]). For

example, in Netzer, Lattin, and Srinivasan [2008], Langevin dynamics are used to improve

the mixing of the MCMC algorithm. MALA constructs a random walk that drifts in the

direction of the gradient, and hence the gradient enables the random walk to move more

efficiently toward regions of high probability.

To benchmark the computation time, we run the MALA-based Markov chain on Ama-

zon Web Services (Liu, Singh, and Srinivasan [2016]). Specifically, we use Amazon Elastic

Compute Cloud’s (Amazon EC2) c5.2xlarge instance type, which has eight threads of Intel

Xeon 3.6GHz cores. Convergence occurs in less than one hour.8

8Using the diagnostic of Heidelberger and Welch [1983] individually on all parameters, we reject the
null hypothesis of non-stationarity for all parameters when the first half of the chain is discarded as burn-in
samples.
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4.3. Parameter estimates and results

In this section, we report the parameter estimates of Eeuations 1, 2, and 3. Overall, we find

evidence of selection on unobservables. The effects from the previous section remain robust.

That is, incentivized advertising has a negative effect on click-through and a positive effect

on install.

We report the posterior means and standard deviations after discarding the burn-in

samples. In Table 7, we show the posterior mean estimates and standard deviations of the

copula’s dependence parameter. We estimate θ to be -0.4736, which translates into a pairwise

Kendall rank correlation coefficient of -0.0525.

In Table 8, we report the posterior means and standard errors of the parameters in the

selection equation, Y1i = 1[Ziβ1 + ε1i ≥ 0]. The coefficient for the IV (CPI) is significantly

positive. We thus have evidence that the publishers are targeting incentivized advertising

toward more valuable users – users that received higher CPI bids. Looking at the other

coefficients in Table 8, the coefficient on WiFi is positive – a user with WiFi is more likely

to seek out the incentivized ad treatment. Users are less likely to seek out incentivized

ads when connected to cellular networks, which are slower and costly. The coefficient on

Device Volume is negative. A user whose device’s volume is higher is less likely to seek out

incentivized ads.

In Table 9, we report the posterior means and standard errors of the parameters in the

outcome equation, Y2i = 1[Xiβ2 + ε2i ≥ 0]. We find Incentivized has a significantly negative

effect on the probability of click-through.
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Finally in Table 10, we report the posterior means and standard errors of the parameters

in the Install equation, Y3i = Y2i ·1[Xiβ3 + ε3i ≥ 0]. Here, we find Incentivized has a positive

effect on the probability of install.

5. Method III: User-level fixed-effects analysis

In this section, we take advantage of the fact that we observe the outcomes of the same user

across many different apps. Therefore, we can compare the outcome of the same user across

two apps, controlling for and differencing out any unobserved user’s fixed effects.

In addition, some apps have not adopted incentivized advertising (non-adopters). Users

in these apps would not see any incentivized ads. On the other hand, some apps have adopted

incentivized advertising (adopters) – within these apps, users can self-select into watching

incentivized ads. The goal of this user-level analysis here is to control for unobserved users’

characteristics and selection into incentivized advertising based on these unobservables.

A user could be served multiple ads within the same app, and we use s = {1, 2, . . . } to

denote the sequence of ads within app j. Specifically, we model the outcome of user i at app

j during ad sequence s as yijs:

yijs = ai +Xijsβ + αdijs + εijs.(7)

The parameter α represents the effect of incentivized advertising. We use the binary

variable dijs to represent whether an incentivized ad has been served. Note dijs = 0 for

publisher j that is a non-adopter. For publisher j that has adopted incentivized advertising,

dijs can either be 0 or 1.

23



Xijs is a vector of covariates consisting of any user-specific characteristics that can vary

between ad servings such as device volume and WiFi. It also contain the genre of the

publisher app j and the genre of the advertiser app during ad sequence s.

ai denotes the user-specific intercept. This intercept term absorbs all users’ character-

istics that do not change across impressions, such as the user’s language, location, device

brand, and other unobserved user-specific characteristics. By considering the same user’s

outcomes across different impressions, we can effectively difference out ai.

Even though our outcome variable is a binary variable (click or no click), the choice of a

linear probability model is more appropriate here. Echoing Narayanan and Nair [2013]’s us-

age of linear probability models, when a large number of fixed effects are present, a nonlinear

model using dummy variables quickly becomes infeasible.9

Let j′ denote a publisher that is a non-adopter. The click outcome of a user i in app j′

during ad sequence s is given by equation 8 below:

yij′s = ai +Xij′sβ + εij′s.(8)

Because app j′ does not offer incentivized advertising, the term αdijs is dropped here. Now,

let j denote a publisher that adopted incentivized advertising. The click outcome of a user

i in app j is given by equation 9 below:

yijs = ai +Xijsβ + αdijs + εijs.(9)

9Narayanan and Nair [2013] also reports that the linear probability model with a rich specification of
fixed effects performs well even with a nonlinear data-generating process. Moreover, we are interested in
the estimation and inference of the effect of incentivized advertising. For predictive purposes, the linear
probability model would not be our preferred model, because predicted probabilities might lie outside the
[0, 1] interval.
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By differencing equations 8 and 9, we can eliminate the user-specific covariates ai. For

each user i, we take all possible pairs of publishers (j, j′), where j is an adopter and j′ is a

non-adopter, and for all ad sequence s, we estimate equation 10 below:

yijs − yij′s = (Xijs −Xij′s)β + αdijs + εijs − εij′s.(10)

Our assumption here is that dijs is uncorrelated with εijs − εij′s, so εijs − εij′s does not

contain any other unobservables that are correlated with selection. This assumption breaks

down when the adoption decision of an app with regards to incentivized advertising is not

exogeneous, and at the same time affects users’ behavior.

5.1. Result

We find a total of 9,206 such users, whose impressions appear in both non-adopter apps and

adopter apps. Altogether, we have over 16,000 matched pairs that can be used to estimate

equation 10. Although we have over 9,000 users here, some users see multiple ad servings

within the same app. Some users also appear in multiple pairs of adopter/non-adopter apps.

In Table 11, we report the estimation result for equation 10, where the dependent

variable is the difference in a user’s outcome exposure. The explanatory variables consist of

characteristics that vary across impressions, such as Device Volume, Ad Length, WiFi, genres

of the advertisers, genres of publishers, and so on.

From Table 11, we see the estimated α in equation 10 is negative; that is, Incentivized

has a negative effect on click-through rates (columns 1 and 2). The effect size is also large:

a user has a 5.7% lower click-through rate under incentivized advertising.
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When we compare a user’s overall install rate in adopter apps versus her install rate in

non-adopter apps, we find some evidence that incentivized advertising decreases the overall

install rate (as in column 3 of Table 11). However, this effect can be explained by observed

differences between her ad exposures (as in column 4 of Table 11). The lack of statistical

power is also a concern here, because we are working with a much smaller dataset for our

user-level analysis.

6. Mechanism

In this section, we ask about the mechanism through which incentivized advertising affects

users’ behavior. We are interested in why a user who is exposed to incentivized advertising

has a lower probability of click-through and a higher probability of install, compared with

the counterfactual scenario in which the user is exposed to non-incentivized advertising.

Figure 1. Mechanism of incentivized advertising
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Understanding the mechanism allows us to optimize the design of incentivized advertis-

ing, by mitigating the negative effect on click-through and strengthening the positive effect

on install. Our proposed mechanism is illustrated in Figure 1. In addition, we test the
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moderating effects that will enable us to increase the effectiveness of incentivized advertising

for the publisher.

We conjectured that incentivized advertising reduces click-through rates due to the

temptation effect. Under incentivized advertising, users face a trade-off between receiving

the reward immediately after the ad versus exploring the advertised product and delaying

the reward. Therefore, in the presence of rewards, users are more tempted to resume the

game instead of clicking on the ad (which takes the user to the App Store).

H1 : Conditional on viewing the ad, incentivized advertising decreases a user’s probability

of click-through, as compared to non-incentivized advertising. This is driven by

the temptation effect of the rewards, where users prefer to receive their rewards

immediately by resuming the game rather than clicking through on the ad.

For the rest of this section, we use only observations that are matched through the CEM

procedure described in section 3.1.

6.1. Time delay of rewards

Our second hypothesis concerns how we can moderate this negative temptation effect of

incentivized advertising. If the presence of a reward decreases click-through rates through

the temptation effect, we would expect time delay – the duration of delay the user faces

before she can receive the rewards – to have a moderating role on this temptation effect.

In particular, we expect the temptation effect of rewards to be greater (and therefore lower

click-through rates) when we force the user to wait longer before receiving the rewards.

We operationalize the time delay here as the length (in seconds) of the non-skippable

ad that the user is forced to watch before she can receive the reward. Hence, click-through
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rates would be even lower when incentivized ads are used in conjunction with a longer video

ad. In our dataset, all incentivized ads are non-skippable video trailers.

H2 : When rewards are present, the duration of a non-skippable ad has an additional

negative effect on a user’s probability of click-through. Therefore, the interaction of

Incentivized and Ad length is negative.

The duration of the video ads ranges from 1 second to 60 seconds, with a median

duration of 30 seconds. In Figure 2, we plot the histogram of the distribution of ad lengths

across the full dataset.

Figure 2. Histogram of time delay of rewards, as measured by the duration
of non-skippable video ads.
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We now present evidence in support of H2. In Table 12, column 1, we show Incentivized

and Ad Length have a negative interaction effect. The outcome variable here is Click, and

we use the same set of controls as in the previous section.

Our result here shows a longer time delay is associated with a lower click-through rate

when rewards are present. In fact, we see Incentivized actually has a positive effect when the

Ad Length is shorter than 8 seconds. Thus, an important takeaway for the publisher here is
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that incentivized advertising can generate a higher click-through rate if the duration of the

non-skippable video ad is short.

In column 2 of Table 12, we examine whether Ad Length moderates Incentivized in a

non-linear way. We interacted Incentivized with a quadratic function of Ad Length, but we

do not see strong evidence of a non-linear moderating effect.

Finally, we see in Table 12 that the moderating effect of time delay is only present in

click-throughs. Ad Length does not seem to interact with Incentivized when the outcome

variable is Install conditional on click-throughs.

6.2. Value of rewards

Our third hypothesis further investigates whether the temptation effect is present and

whether we can rule out other competing mechanisms. If incentivized advertising reduces

click-through rates through the temptation effect, we expect that a larger reward would ex-

ert a stronger temptation. In particular, when the user perceives the reward to be greater,

the user would be more tempted to click back immediately after the ad rather than clicking

through.

H3 : When the value of the reward is larger, the temptation effect is stronger; therefore,

incentivized advertising has an additional negative effect on a user’s probability of

click-through.

To measure the relative value of a reward to a given user, consider the following. First,

rewards from incentivized advertising are substitutes for in-app purchases. When the pub-

lisher incentivizes the user to watch an ad, the rewards are in-game objects that are only

usable within the game. These in-game items can also be bought by the user as in-app

29



purchases, with real money. Therefore, we can look at a user’s spending propensity – the

higher the user’s dollar spending propensity, the less valuable those rewards are.

H3a : Because rewards from incentivized advertising are substitutes for in-app purchases,

when a user has a higher in-app spending propensity, she values the reward less. As

such, a user’s dollar spending propensity moderates the negative effect of incentivized

advertising on click-through.

Our measurement of a user’s spending propensity as it pertains to mobile in-app pur-

chases comes from the same ad platform that tracks how much a user spends on in-app

purchases after being acquired by the advertiser. We call this dataset the “post-install”

dataset.

The post-install dataset is a random sample of 51,907 unique app users who are tracked

by our ad platform after they have been acquired by at least one of the advertisers within

the platform. We are able to see the in-app spending activities of each of these users across

172 gaming apps.

In Table 13, we provide summary statistics of the post-install dataset. The key variable

of interest here is In-app purchases, which is the dollar amount of spending by the user in the

first two weeks of installing the app. Of the 51,907 users, roughly 95% did not purchase any

in-app items, and only 2,659 users (roughly 5%) recorded a non-zero amount. The average

in-app purchases across these users is $0.794.

First, we fit Spend (the dollar amount of in-app purchases in the post-install dataset)

as a function of user’ covariates in the post-install dataset. Then, we predict Spend using

observations in the main dataset, thereby obtaining a measure of users’ in-app spending
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propensity in the main dataset. We use the same set of covariates in both the post-install

datasets and the main dataset.10

The main dataset (impressions-level dataset) comes from publishers, whereas the post-

install dataset comes from advertisers. Spend is not available in the main dataset because the

platform only tracks ad servings activities among the publishers, whereas in-app spending

activities are tracked among advertisers.

In Table 14, we show how the dollar amount of in-app spending can be predicted from

users’ covariates. We see that users from high-income countries, that is, Country Tiers 1 and

2, have significantly higher spending, as predicted by columns 1 and 2 of Table 14. In addi-

tion, the following user characteristics are predicted to have a higher spending: Mandarin-

speaking users, English-speaking users, Apple IOS users, and users who have the latest

iPhone model.

We perform a Probit regression of Click on the usual set of controls, with an additional

interaction between Incentivized and our measure of users’ spending propensity. We use only

observations that are matched through the CEM procedure described in section 3.1.

The result is given in Table 15. The interaction coefficients between Incentivized and

Spend is positive. This finding implies that when a user is predicted to have a higher spending

propensity, she is less negatively affected by incentivized advertising. This finding supports

our hypothesis – to the extent that our Spend variable captures users’ in-app spending

propensity, which is a substitute for the rewards offered by the publisher through incentivized

advertising. In summary, we find evidence in support of the temptation mechanism: when

10Because both datasets are collected by the same ad platform, the definition and construction of covariates
are consistent across both datasets.
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the value of a reward is perceived to be higher, the temptation effect is stronger, and thus

the click-through rate is lower.

When we look at the overall install rate, we do not see evidence that Incentivized inter-

acts with our measures of user spending propensity.

6.3. Ad-annoyance reduction effect

Our fourth hypothesis is that incentivized advertising has a beneficial effect of reducing

ad annoyance. Incentivized advertising arises primarily as a novel way to insert video ads

into mobile gaming apps, by seamlessly integrating the ad experience into the gameplay.

Without it, advertising within a mobile gaming app would be intrusive and disruptive to the

gameplay.

In the previous sections, we find evidence that incentivized advertising increases a user’s

probability of install conditionally on click-through, as well as the overall probability of

install. We hypothesize that users find incentivized advertising less intrusive and annoying,

and as a result, users are more likely to install the advertised app conditional on click-through.

Research in the consumer behavior literature (MacKenzie et al. [1986], MacKenzie and

Lutz [1989], Calder and Sternthal [1980], Mitchell and Olson [1981]) suggests a link exists

between a person’s affective state (moods and feelings) during ad exposure and the subse-

quent purchase intention. Being rewarded for watching an ad causes the user to feel less

annoyed by the ad, which increases the ad effectiveness and the conversion rate.

Note the reward associated with an incentivized ad is unrelated to the advertiser’s prod-

uct; therefore, we can rule out the complementarity between the reward and the advertiser’s

product. When a complementarity exists, a user could be more interested in the advertiser’s

app when she is also being rewarded.
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To further test the ad-annoyance effect, we hypothesize that incentivized advertising

would have a greater impact in lifting the install rates among users who find in-app adver-

tising to be more annoying. Now we postulate that users with a smaller screen size would

find in-app advertising to be more intrusive and annoying. Screen size here is measured by

Screen Resolution, which is the number of pixels available in a user’s mobile device. A higher

screen resolution means a larger screen size11

H4 : Incentivized advertising is more effective in reducing ad annoyance when the user’s

device screen size is smaller. Specifically, when a user’s Screen Resolution is lower,

incentivized advertising has a more positive effect on a user’s probability of install

conditional on click-through. The interaction between Screen Resolution and Incen-

tivized is negative.

In Table 16 below, we show evidence supporting this hypothesis. In the first column,

a higher Screen Resolution reduces the effectiveness of incentivized advertising, that is, the

probability of install conditional on click-through. In the second column, the positive effect

of incentivized advertising on the unconditional probability of install would also decrease

when Screen Resolution is greater.

In the last column, we decompose Screen Resolution into Screen Width and Screen

Height. Whereas Screen Width is the number of horizontal pixels, Screen Height is the

number of pixels per vertical line. The effect of screen size on incentivized advertising

appears to be driven by the height dimension of the screen size.

The managerial advice is as follows. For some large-screen tablet devices, incentivized

advertising loses its effectiveness because there is no longer any beneficial effect in terms

of reduction in ad annoyance. Specifically, when Screen Resolution is above 2.78 (million

11Pixel densities of mobile devices in our dataset are comparable in magnitude.

33



of pixels), the overall effect of incentivized advertising is negative. Whereas the average

Screen Resolution is 1.146 (millions of pixels), many devices in our dataset have a Screen

Resolution of over 4. For example, the Samsung Galaxy Tab S has a Screen Resolution of

4.096, and the iPad Pro in our dataset has a Screen Resolution of 5.595. For these tablet

devices, incentivized advertising has an overall negative ROI for the publishers. Publishers

should target incentivized advertising toward users whose screen sizes are smaller and would

otherwise find ads to be intrusive.

6.4. Alternative mechanisms

An alternative mechanism that would generate similar patterns of results is that rewards

cause the ads to be more salient. When users pay more attention to incentivized ads, they

are able to learn more about their match values with the product during the ad exposure.

As a result, interested users are more likely to click through, whereas uninterested users

have less need to click. However, this alternative mechanism does not seem consistent with

Hypothesis 4. If users are paying more attention to incentivized ads, we would expect ads to

be more effective when they are more viewable, that is, on devices with larger screen sizes.

Instead, we find incentivized advertising is less effective on larger screen sizes.

Incentivized advertising can also be understood from the perspective of the silver lining

effect. In our context, the publisher combines both good news (you will receive a reward) and

bad news (you have to watch an ad). Jarnebrant, Toubia, and Johnson [2009] talks about

when good and bad news should be framed separately or together. Under some situations,

the publisher benefits more from offering a one-time reward in exchange for showing many

ads thereafter. We see this practice by several firms; for example, the mobile operator Sprint
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offers customers $5 off their wireless bill in exchange for putting up with more advertisements

on their smartphones.12

7. Difference-in-differences: The effect on the publisher’s revenue

We perform a difference-in-differences analysis, taking advantage of an app on our platform

that switches to incentivized advertising during our observation period. We wish to quantify

the change in revenue for this publisher after switching and adopting incentivized advertising.

This app adopts incentivized advertising on day t = 12 of the observation period. As a control

group, we use apps that do not adopt incentivized advertising during the entire observation

period.

The difference-in-differences estimate obtained in this section should be thought of as

inclusive of the selection effect. Previously, we examined the effect of incentivized advertising

on users’ behavior, netting out any selection effect. This distinction is crucial because we are

now taking the perspective of the publisher, where the overall publisher’s revenue is affected

by the extent of users’ self-selection into incentivized advertising. In fact, we see here that

due to incentivized advertising, the publisher is able to serve and incorporate more ads into

the game, attracting a new pool of users. Our analysis shows this new pool of users is more

likely to install but would otherwise not watch the ad in the absence of rewards.

12Wall Street Journal (January 26, 2016): For Some Sprint Customers, Watching Ads Cuts Phone Bill

35



Table 4. Average install (per impression) and average revenue (per 1,000 im-
pressions) before and after the adoption of incentivized advertising. Standard
errors are reported in parentheses.

Pre-treatment,

Treatment app

Post-treatment,

Treatment app

Pre-treatment,

Control apps

Post-treatment,

Control apps

Average Incentivized
0.00 0.922 0.00 0.00

Average Install
0.00196 0.00424 0.00277 0.00265

(0.000135) (0.0000583) (0.0000904) (0.0000534)

Average Revenue

(dollar per 1,000

impressions)

4.48 7.77 7.37 6.75

(0.427) (0.154) (0.334) (0.195)

Total impressions
107,415 1,242,866 337,622 924,813

In Table 4, we show how the outcome variables of interest (install rate and revenue)

change when the treatment app switches to incentivized advertising on t = 12. First, we

see that during the pre-treatment period (t = 0 to t = 11), this app has no incentivized

advertising, but after the period from t = 12 to t = 45, the fraction of incentivized ads

increases to 0.924. Average install per impression – number of installs divided by the number

of impressions over the same period – increases from 0.00189 to 0.00407, while the revenue

per 1,000 impressions increases from 4.34 to 7.45. In comparison to the control group, average

install and revenue between the two periods does not change. Overall, Table 4 suggests the

publisher benefits from switching to incentivized advertising, in comparison to other apps

that do not adopt incentivized advertising.
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An interesting pattern also emerges when we look at the number of impressions per day.

For the treatment app, the number of impressions per day increases from 8,951 per day to

36,554. For the control apps, the number of daily impressions changes from 28,135 to 27,200.

A 4-fold increase occurs in the number of ads served by the publisher after the adoption

of incentivized advertising. This jump is clear evidence that users are self-selecting into

watching incentivized ads. Note that although the publisher adopts incentivized advertising,

it continues to serve non-incentivized ads.

Here, our metric of interest is the conversion (click or install) rate, that is, the total

number of conversions divided by the number of impressions, instead of the total number

of conversions, because users’ attention and impression are valuable from the publisher’s

perspective.

Next, we run a difference-in-differences regression at the impression level as in equation

11 below:

Yijt = α0 + α1TREATj + α2POSTt + δ(TREATj × POSTt) +Xijtβ + εijt.(11)

Let Yijt be the outcome of impression i in app j during time t. We take Yijt to be Install

and Revenue, respectively. When Yijt denotes Revenue, it is the dollar amount paid to the

publisher j by the advertiser when an install occurs. When Yijt denotes Install, it is a binary

variable indicating whether an install occurs during impression i.

Let TREATj be a dummy variable such that TREATj = 1 if app j is the treatment app

(i.e., the app that switches to incentivized advertising during the observation period). Let

POSTt be a dummy variable indicating the post-treatment time period; that is, POSTt = 1

when 12 ≤ t ≤ 45. Here, Xijt is the vector of users’ covariates.
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The parameter of interest is δ, which is the effect of switching to incentivized advertising

on the publisher’s install or revenue per impression relative to publishers that never adopt

incentivized advertising.

We report the estimates of equation 11 in Table 17, columns 1 and 3. We conclude that

the effect of switching to incentivized advertising increases the publisher’s revenue by $3.10

per 1,000 impressions, which is a 70% increase in revenue per impression. In addition, the

install rate increases by 0.00229, which translates into a 116% increase.

In Figure 3, we plot the average install and revenue as a function of time, for both the

treatment and control apps. It is reassuring to see that in the pre-treatment period (before

day 12), the trends for both groups appear to be parallel.

An alternative difference-in-differences specification (see Card [1992]) is equation 12

below, where τj are app fixed effects, whereas τt are time fixed effects. Here, Djt = TREATj×

POSTt. The estimates for this alternative specification are also given in Table 17, in columns

2 and 4. The magnitudes are slightly muted but remain in the same ballpark as the main

specification.

Yijt = α0 + τj + τt + δDjt +Xijtβ + εijt(12)

8. Conclusion and limitation of the current study

In this paper, we studied a new ad format that is gaining popularity among mobile app pub-

lishers. This new ad format is called incentivized advertising, whereby users receive rewards

for watching an ad. Incentivized advertising arises as a means to insert and incorporate video
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ads into the gaming experience. Despite being a widely used format in mobile advertising,

the effectiveness and the mechanism of this format have not been studied.

First, we find a downside to incentivized advertising, whereby users’ probabilty of click-

through is reduced. We test various hypotheses to uncover mechanisms that are consistent

with this finding. Because the rewards are given after users have watched the ads, rewards

exert a temptation effect whereby users are more likely to resume the game in order to

collect and use the rewards. We find the temptation effect is stronger when the reward delay

is longer. As such, publishers and the ad platform can mitigate this temptation effect by

reducing the duration of the non-skippable ad. Typically incentivized ads cannot be skipped,

and last for 30 seconds, which is suboptimal.

In addition, the negative effect of incentivized advertising on click-through rates can be

minimized by reducing the relative value of the rewards. When the publishers give out larger

rewards for watching ads, the larger rewards only exert greater temptation effect, but there

is no evidence that larger rewards would reduce ad annoyance more.

Second, we find evidence that incentivized advertising has a positive effect on install

rates. We hypothesize that this effect is due to users finding incentivized ads to be less

intrusive and less annoying. Indeed, we find the positive effect on the install rates is greater

on mobile devices with smaller screen sizes, in part because ad annoyance is higher on those

small-screen devices. As such, the ROI of incentivized advertising would be higher if we

target users with smaller screen devices.

Third, we quantify the effect of adopting incentivized advertising on publishers’ ad

revenue. Our difference-in-differences estimates suggest a rather large increase – $3.10 per

1,000 impressions, or a 70% increase. Here, we also find evidence of a selection effect whereby
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users self-select into watching incentivized ads. Taking into account this selection effect

throughout, the overall conversion rates and ad revenue still increase.

As an extension of this paper, we would like to see how incentivized advertising can

be applied in other contexts outside of mobile in-app advertising. Ads cannot be blocked

in mobile apps; however they can be blocked in web browsers. Given the prevalence of

ad-blocking (Gordon, Jerath, Katona, Narayanan, Shin, and Wilbur [2020]) in display ads,

seeing if incentivized advertising can be a panacea would be interesting. If the current study

holds up, we can increase conversion rates and ad revenues for the publisher, although what

would serve as an incentive here, and who would pay for it, is unclear. Indeed, a limitation of

this study is that we have eschewed the discussion of incentives – what the costs and nature

of these rewards are.

Moreover, the longer-term impact of incentivized advertising is not yet fully under-

stood. For example, giving rewards to users would reduce purchases of in-app items, and as

such, incentivized advertising could cannibalize publishers’ revenues obtained from in-app

purchases. Such a long-term impact of incentivized advertising on the game economy and

ecosystem is rather complicated and beyond the scope of this paper.

On the flip side, in the longer term, rewards given in incentivized advertising could spur

goodwill, which would then cause users to have a more favorable view of the advertisers

and publishers. In the longer term, we might also expect incentivized advertising to build

loyalty, a halo effect for publishers that would increase revenues from in-app purchases – an

effect that is also seen in retail promotions (Gedenk, Neslin, and Ailawadi [2010], Ailawadi,

Harlam, Cesar, and Trounce [2006]). There is an interesting parallel to retail sales promotion

where a small insignificant gift or reward is given to shoppers to induce purchases.
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9. Appendix

9.1. Reduced-form results

Table 5. Reduced-form results

Dependent variable:

Click Install

OLS probit probit

(1) (2) (3) (4)

Incentivized −0.034∗∗∗ −0.251∗∗∗ 0.177∗∗∗ 0.060∗∗∗

(0.0004) (0.006) (0.020) (0.011)
English 0.003∗∗∗ 0.027∗∗∗ 0.061∗∗ −0.020

(0.001) (0.009) (0.031) (0.017)
Spanish 0.131∗∗∗ 0.583∗∗∗ −0.181∗∗∗ −0.054∗∗∗

(0.001) (0.007) (0.036) (0.020)
Russian −0.045∗∗∗ −0.292∗∗∗ 0.102∗∗ 0.036

(0.001) (0.013) (0.046) (0.024)
Chinese 0.035∗∗∗ 0.313∗∗∗ −0.129∗∗∗ 0.069∗∗

(0.001) (0.014) (0.049) (0.028)
Portugese −0.026∗∗∗ −0.240∗∗∗ 0.214∗∗∗ −0.024

(0.001) (0.014) (0.052) (0.027)
Samsung −0.117∗∗∗ −0.515∗∗∗ 0.162∗∗∗ 0.043∗

(0.001) (0.008) (0.036) (0.022)
Huawei −0.125∗∗∗ −0.550∗∗∗ 0.197∗∗ 0.042

(0.002) (0.019) (0.081) (0.050)
LG −0.142∗∗∗ −0.722∗∗∗ 0.445∗∗∗ 0.115∗∗∗

(0.002) (0.019) (0.071) (0.040)
iPhone8 −0.002∗∗∗ −0.040∗∗∗ 0.154∗∗∗ 0.033∗∗

(0.001) (0.010) (0.031) (0.015)
iPad4 0.019∗∗∗ 0.172∗∗∗ −0.260∗∗∗ −0.119∗∗∗

(0.001) (0.014) (0.050) (0.027)
iOS −0.018∗∗∗ 0.055∗∗∗ −0.716∗∗∗ −0.233∗∗∗

(0.002) (0.019) (0.090) (0.047)
OS Version −0.026∗∗∗ −0.188∗∗∗ 0.365∗∗∗ 0.096∗∗∗

(0.0003) (0.004) (0.018) (0.009)
WiFi −0.088∗∗∗ −0.626∗∗∗ 0.390∗∗∗ −0.026∗∗

(0.0005) (0.005) (0.022) (0.012)
Device Volume 0.035∗∗∗ 0.330∗∗∗ −0.294∗∗∗ 0.025

(0.001) (0.008) (0.032) (0.017)
Resolution 0.0002 0.034∗∗∗ −0.076∗∗∗ 0.020∗∗∗

(0.0003) (0.004) (0.013) (0.007)
Country Tier 1 −0.003∗∗∗ −0.076∗∗∗ 0.199∗∗∗ 0.076∗∗∗

(0.001) (0.009) (0.030) (0.016)
Country Tier 2 −0.023∗∗∗ −0.239∗∗∗ 0.199∗∗∗ −0.001

41



(0.001) (0.008) (0.032) (0.016)
Client −0.077∗∗∗ −0.503∗∗∗ 0.455∗∗∗ 0.130∗∗∗

(0.001) (0.006) (0.025) (0.014)
Ad length 0.0001∗∗ −0.003∗∗∗ 0.013∗∗∗ 0.002∗∗

(0.00004) (0.0005) (0.002) (0.001)
Action Publisher 0.045∗∗∗ 0.253∗∗∗ 0.025 0.041∗∗

(0.001) (0.008) (0.028) (0.017)
Simulation Publisher 0.031∗∗∗ 0.141∗∗∗ 0.005 −0.049∗∗

(0.001) (0.012) (0.043) (0.022)
Strategy Publisher 0.007∗∗∗ 0.081∗∗∗ 0.014 0.061∗∗∗

(0.001) (0.010) (0.036) (0.021)
Strategy Advertiser 0.009∗∗∗ 0.124∗∗∗ −0.639∗∗∗ −0.241∗∗∗

(0.001) (0.008) (0.027) (0.014)
RPG Advertiser −0.026∗∗∗ 0.016∗∗ −0.345∗∗∗ −0.018

(0.001) (0.008) (0.028) (0.015)
Casino Advertiser −0.073∗∗∗ −0.494∗∗∗ −0.282∗∗∗ −0.259∗∗∗

(0.001) (0.012) (0.043) (0.022)
Puzzle Advertiser −0.031∗∗∗ −0.171∗∗∗ −0.190∗∗∗ −0.098∗∗∗

(0.001) (0.013) (0.041) (0.020)
Constant 0.388∗∗∗ 0.236∗∗∗ −3.838∗∗∗ −3.322∗∗∗

(0.002) (0.027) (0.116) (0.063)

Observations 948,963 948,963 55,469 948,963
R2 0.237
Adjusted R2 0.237
Log Likelihood −141,014 −10,591 −28,918

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

9.2. Controlling for selection on observables via Coarsened Exact Matching

Table 6. Probit regression after CEM matching

Dependent variable:

Click Install

(1) (2) (3) (4)

Incentivized −0.201∗∗∗ 0.151∗∗∗ 0.061∗∗∗ 0.107∗∗∗

(0.007) (0.023) (0.012) (0.037)
Incentivized x Action −0.049

(0.039)
Incentivized x Sim 0.00004

(0.052)
Incentivized x Strategy −0.112∗∗

(0.050)
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English 0.066∗∗∗ 0.034 0.005 0.005
(0.010) (0.038) (0.020) (0.020)

Spanish 0.477∗∗∗ −0.127∗∗∗ −0.054∗∗ −0.054∗∗

(0.009) (0.043) (0.023) (0.023)
Russian −0.339∗∗∗ 0.069 −0.003 −0.003

(0.016) (0.059) (0.031) (0.031)
Chinese 0.394∗∗∗ −0.198∗∗∗ 0.067∗ 0.088∗∗

(0.018) (0.063) (0.037) (0.038)
Portugese −0.224∗∗∗ 0.203∗∗∗ −0.035 −0.035

(0.016) (0.061) (0.031) (0.031)
Samsung −0.446∗∗∗ 0.168∗∗∗ 0.037 0.037

(0.009) (0.042) (0.026) (0.026)
Huawei −0.511∗∗∗ 0.211∗ 0.020 0.021

(0.029) (0.123) (0.076) (0.075)
LG −0.658∗∗∗ 0.388∗∗∗ 0.086 0.086

(0.029) (0.107) (0.059) (0.059)
iPhone8 −0.087∗∗∗ 0.188∗∗∗ 0.022 0.022

(0.011) (0.037) (0.017) (0.017)
iPad4 0.103∗∗∗ −0.146∗∗ −0.064∗∗ −0.064∗∗

(0.017) (0.057) (0.031) (0.031)
iOS −0.065∗∗∗ −0.670∗∗∗ −0.261∗∗∗ −0.266∗∗∗

(0.023) (0.102) (0.053) (0.053)
OS Version −0.149∗∗∗ 0.349∗∗∗ 0.094∗∗∗ 0.095∗∗∗

(0.005) (0.021) (0.011) (0.011)
WiFi −0.577∗∗∗ 0.353∗∗∗ −0.037∗∗∗ −0.037∗∗∗

(0.006) (0.027) (0.014) (0.014)
Device Volume 0.472∗∗∗ −0.372∗∗∗ 0.014 0.013

(0.009) (0.036) (0.019) (0.019)
Resolution 0.064∗∗∗ −0.107∗∗∗ 0.008 0.008

(0.005) (0.016) (0.009) (0.009)
Country Tier 1 −0.071∗∗∗ 0.187∗∗∗ 0.060∗∗∗ 0.061∗∗∗

(0.011) (0.036) (0.019) (0.019)
Country Tier 2 −0.151∗∗∗ 0.181∗∗∗ 0.013 0.013

(0.010) (0.038) (0.018) (0.018)
Client −0.452∗∗∗ 0.457∗∗∗ 0.144∗∗∗ 0.142∗∗∗

(0.007) (0.030) (0.016) (0.016)
Ad length −0.006∗∗∗ 0.013∗∗∗ 0.002∗ 0.002∗

(0.001) (0.002) (0.001) (0.001)
Action Publisher 0.195∗∗∗ −0.032 0.030 0.055∗∗

(0.010) (0.037) (0.021) (0.027)
Simulation Publisher 0.065∗∗∗ 0.041 −0.080∗∗∗ −0.077∗∗

(0.016) (0.055) (0.027) (0.034)
Strategy Publisher 0.088∗∗∗ 0.012 0.064∗∗ 0.130∗∗∗

(0.014) (0.049) (0.029) (0.041)
Strategy Advertiser 0.063∗∗∗ −0.640∗∗∗ −0.234∗∗∗ −0.235∗∗∗

(0.009) (0.032) (0.017) (0.017)
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RPG Advertiser 0.020∗∗ −0.304∗∗∗ 0.024 0.023
(0.010) (0.034) (0.018) (0.018)

Casino Advertiser −0.467∗∗∗ −0.304∗∗∗ −0.222∗∗∗ −0.225∗∗∗

(0.014) (0.051) (0.027) (0.027)
Puzzle Advertiser −0.204∗∗∗ −0.160∗∗∗ −0.062∗∗ −0.061∗∗

(0.016) (0.050) (0.024) (0.024)
Constant −0.075∗∗ −3.567∗∗∗ −3.303∗∗∗ −3.328∗∗∗

(0.034) (0.140) (0.076) (0.078)

Observations 746,964 32,628 746,964 746,964
Log Likelihood −99,993 −8,035 −22,982 −22,979

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

9.3. IV estimation to control for selection on unobservables

Table 7. Estimates of the copula dependence parameter

Parameters θ

Posterior mean estimates -0.4736

Posterior standard deviation (0.0250)
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Table 8. Parameter esti-
mates of Equation 3. Posterior
mean and standard deviation.

Incentivized

Intercept -1.165
(0.02500)

CPI 1.064
(0.02500)

English -0.2030
(0.02500)

Spanish 0.2869
(0.02500)

Russian 1.190
(0.02501)

Chinese 0.09020
(0.02501)

Portuguese 0.5808
(0.02501)

Samsung 0.1462
(0.05500)

Huawei 0.07925
(0.02503)

LG -0.2252
(0.02501)

iPhone8 -0.08853
(0.02500)

iPad4 -0.1453
(0.02501)

iOS -1.596
(0.02500)

OS Version 0.08695

(0.02500)
WiFi 0.3888

(0.02500)
Device Volume -0.2047

(0.02500)
Device Height -0.6894

(0.02500)
Device Width 0.1342

(0.02500)
Tier 1 Countries -2.242

(0.02501)
Tier 2 Countries -0.7065

(0.02501)
Client 0.3037

(0.02500)
Ad Length 0.02346

(0.02500)
Action Publisher 0.2350

(0.02501)
Simulation Publisher 0.3418

(0.02500)
Strategy Publisher 0.6661

(0.02501)
Strategy Advertiser -0.06467

(0.02500)
RPG Advertiser -0.001049

(0.02500)
Casino Advertiser 0.09035

(0.02500)
Puzzle Advertiser -0.1822

(0.02501)
Number of observations 746,964
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Table 9. Parameter esti-
mates of Equation 1.

Click

Intercept 0.2175
(0.02500)

Incentivized -0.3102
(0.02501)

English 0.1697
(0.02501)

Spanish 0.9221
(0.02502)

Russian -0.7111
(0.02505)

Chinese 0.8987
(0.02503)

Portuguese -0.2939
(0.02502)

Samsung -0.7441
(0.02502)

Huawei -0.5933
(0.05199)

LG -0.9141
(0.02620)

iPhone8 -0.1255
(0.02505)

iPad4 0.5560
(0.02503)

iOS 0.1352
(0.02501)

OS Version -0.3605
(0.02500)

WiFi -1.286
(0.02501)

Device Volume 0.9875
(0.02502)

Device Height -0.2825
(0.02500)

Device Width 0.3300
(0.02501)

Tier 1 Countries -0.2332
(0.02501)

Tier 2 Countries -0.2620
(0.02506)

Client -1.013
(0.02501)

Ad Length -0.03826
(0.02500)

Action Publisher 0.3328
(0.02500)

Simulation Publisher 0.1834
(0.02502)

Strategy Publisher 0.2317
(0.02503)

Strategy Advertiser 0.1037
(0.02501)

RPG Advertiser 0.06209
(0.02501)

Casino Advertiser -0.9052
(0.02501)

Puzzle Advertiser -0.2781
(0.02504)

Number of observations 746,964
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Table 10. Parameter esti-
mates of Equation 2.

Install

Intercept -6.760
(0.02500)

Incentivized 0.4188
(0.02506)

English -0.1954
(0.02501)

Spanish -0.5162
(0.02512)

Russian -0.2018
(0.04365)

Chinese -0.2430
(0.02547)

Portuguese -0.2798
(0.05799)

Samsung 0.3153
(0.02503)

Huawei -0.2607
(0.1299)

LG -0.01872
(0.09066)

iPhone8 0.1282
(0.02527)

iPad4 -0.5454
(0.02534)

iOS -1.658
(0.02500)

OS Version 0.6170
(0.02500)

WiFi 0.3050
(0.02502)

Device Volume -0.6281
(0.02501)

Device Height 0.1867
(0.02501)

Device Width -0.5639
(0.02501)

Tier 1 Countries 0.2403
(0.02501)

Tier 2 Countries 0.1094
(0.02502)

Client 0.6890
(0.02501)

Ad Length -0.05577
(0.02500)

Action Publisher -0.1564
(0.02501)

Simulation Publisher -0.2913
(0.02547)

Strategy Publisher 0.09138
(0.02514)

Strategy Advertiser -1.107
(0.02501)

RPG Advertiser -0.6129
(0.02504)

Casino Advertiser -1.045
(0.02510)

Puzzle Advertiser -0.6633
(0.02515)

Number of observations 746,964
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9.4. User-level analysis

Table 11. The dependent variable is the difference in a user’s outcome be-
tween her ad exposures. We difference out user-specific fixed effect. The
explanatory variables are the differences in impression-specific covariates.

Dependent variable:

∆ Click ∆ Install

(1) (2) (3) (4)

Incentivized −0.077∗∗∗ −0.057∗∗∗ −0.010∗ −0.007
(0.022) (0.020) (0.006) (0.006)

∆ Device Volume 0.135∗∗∗ 0.015∗∗∗

(0.011) (0.003)
∆ WiFi −0.025∗∗ 0.002

(0.010) (0.003)
∆ OS Version −0.015 −0.004

(0.026) (0.008)
∆ Ad length 0.008∗∗∗ −0.001∗∗∗

(0.0004) (0.0001)
∆ Client −0.086∗∗∗ 0.019∗∗∗

(0.006) (0.002)
∆ Strategy Advertiser 0.106∗∗∗ 0.003

(0.007) (0.002)
∆ RPG Advertiser −0.062∗∗∗ −0.003

(0.008) (0.002)
∆ Casino Advertiser −0.025∗∗ 0.017∗∗∗

(0.010) (0.003)
∆ Puzzle Advertiser 0.003 0.053∗∗∗

(0.011) (0.003)
∆ Action Publisher −0.242∗∗∗ −0.018∗∗∗

(0.007) (0.002)
∆ Casual Publisher −0.138∗∗∗

(0.010)
∆ Simulation Publisher −0.148∗∗∗ −0.009∗∗∗

(0.009) (0.003)
Constant −0.000 0.052∗∗∗ −0.000 0.005

(0.021) (0.020) (0.006) (0.006)

Observations 16,655 16,042 16,655 16,042
Adjusted R2 0.001 0.184 0.0001 0.053

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
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9.5. The moderating effect of time delay of rewards on incentivized advertising

Table 12. The moderating effect of time delay of rewards on incentivized
advertising. Probit regression using only matched observations.

Dependent variable:

Click Install

(1) (2) (3)

Incentivized 0.094∗∗∗ 0.040 −0.036
(0.036) (0.071) (0.132)

Incentivized × Ad Length −0.011∗∗∗ −0.008 0.007
(0.001) (0.007) (0.005)

English 0.066∗∗∗ 0.066∗∗∗ 0.034
(0.010) (0.010) (0.038)

Spanish 0.475∗∗∗ 0.475∗∗∗ −0.125∗∗∗

(0.009) (0.009) (0.043)
Russian −0.339∗∗∗ −0.339∗∗∗ 0.069

(0.016) (0.016) (0.059)
Chinese 0.394∗∗∗ 0.394∗∗∗ −0.198∗∗∗

(0.018) (0.018) (0.063)
Portugese −0.225∗∗∗ −0.225∗∗∗ 0.203∗∗∗

(0.016) (0.016) (0.061)
Samsung −0.445∗∗∗ −0.445∗∗∗ 0.169∗∗∗

(0.009) (0.009) (0.042)
Huawei −0.509∗∗∗ −0.509∗∗∗ 0.212∗

(0.029) (0.029) (0.123)
LG −0.656∗∗∗ −0.656∗∗∗ 0.385∗∗∗

(0.029) (0.029) (0.107)
iPhone8 −0.087∗∗∗ −0.087∗∗∗ 0.188∗∗∗

(0.011) (0.011) (0.037)
iPad4 0.103∗∗∗ 0.102∗∗∗ −0.147∗∗

(0.017) (0.017) (0.057)
iOS −0.069∗∗∗ −0.069∗∗∗ −0.669∗∗∗

(0.023) (0.023) (0.102)
OS Version −0.148∗∗∗ −0.148∗∗∗ 0.349∗∗∗

(0.005) (0.005) (0.021)
WiFi −0.576∗∗∗ −0.576∗∗∗ 0.352∗∗∗

(0.006) (0.006) (0.027)
Device Volume 0.471∗∗∗ 0.471∗∗∗ −0.372∗∗∗

(0.009) (0.009) (0.036)
Resolution 0.064∗∗∗ 0.064∗∗∗ −0.106∗∗∗

(0.005) (0.005) (0.016)
Country Tier 1 −0.071∗∗∗ −0.070∗∗∗ 0.186∗∗∗

(0.011) (0.011) (0.036)
Country Tier 2 −0.151∗∗∗ −0.151∗∗∗ 0.181∗∗∗
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(0.010) (0.010) (0.038)
Client −0.451∗∗∗ −0.451∗∗∗ 0.455∗∗∗

(0.007) (0.007) (0.030)
Ad length −0.003∗∗∗ −0.003∗∗∗ 0.010∗∗∗

(0.001) (0.001) (0.003)
Action Publisher 0.194∗∗∗ 0.194∗∗∗ −0.033

(0.010) (0.010) (0.037)
Simulation Publisher 0.064∗∗∗ 0.064∗∗∗ 0.040

(0.016) (0.016) (0.055)
Strategy Publisher 0.089∗∗∗ 0.088∗∗∗ 0.011

(0.014) (0.014) (0.049)
Strategy Advertiser 0.062∗∗∗ 0.062∗∗∗ −0.641∗∗∗

(0.009) (0.009) (0.032)
RPG Advertiser 0.022∗∗ 0.023∗∗ −0.306∗∗∗

(0.010) (0.010) (0.034)
Casino Advertiser −0.466∗∗∗ −0.466∗∗∗ −0.307∗∗∗

(0.014) (0.014) (0.051)
Puzzle Advertiser −0.206∗∗∗ −0.206∗∗∗ −0.160∗∗∗

(0.016) (0.016) (0.050)
Ad Length2 −0.00004

(0.0001)
Incentivized × Ad Length2 −0.0001

(0.0001)
Constant −0.188∗∗∗ −0.188∗∗∗ −3.489∗∗∗

(0.037) (0.037) (0.150)

Observations 746,964 746,964 32,628
Log Likelihood −99,957 −99,957 −8,034

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

9.6. Value of rewards

Table 13. Post-install dataset. These users are tracked by the ad platform
after they have been acquired by one of the advertisers within the platform.

Statistic N Mean St. Dev.

In-app purhcases 54,914 0.785 8.340
CPI 54,914 2.169 2.470
English 54,914 0.423 0.494
Spanish 54,914 0.064 0.244
Russian 54,914 0.041 0.198
Chinese 54,914 0.193 0.395
Portugese 54,914 0.039 0.194
Device Height 54,914 1,189.048 438.772
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Device Width 54,914 1,065.644 489.189
Samsung 54,914 0.193 0.395
Huawei 54,914 0.014 0.119
LG 54,914 0.030 0.169
Lenovo 54,914 0.013 0.115
iPhone6 54,914 0.091 0.288
iPhone7 54,914 0.152 0.359
iPhone8 54,914 0.165 0.372
iPad2 54,914 0.020 0.139
iPad3 54,914 0.019 0.138
iPad4 54,914 0.047 0.213
iOS 54,914 0.626 0.484
WiFi 54,914 0.741 0.438
Device Volume 54,914 0.549 0.312
Country Tier 1 54,914 0.314 0.464
Country Tier 2 54,914 0.126 0.331
OS Version 54,914 8.033 2.154

Table 14. Prediction of in-app spending by user’s characteristics

Dependent variable:

In-app purchases (Dollar)

English 0.174
(0.122)

Spanish 0.351∗∗

(0.162)
Russian −0.008

(0.192)
Chinese 0.471∗∗∗

(0.124)
Portugese 0.212

(0.200)
Samsung −0.029

(0.127)
Huawei −0.108

(0.313)
LG −0.278

(0.230)
iPhone8 0.367∗∗∗

(0.104)
iPad4 −0.851∗∗∗

(0.191)
iOS 0.446∗∗∗
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(0.116)
Resolution 0.075∗

(0.044)
Country Tier 1 0.984∗∗∗

(0.110)
Country Tier 2 0.275∗∗

(0.127)
Constant −0.136

(0.131)

Observations 54,914
R2 0.005
Adjusted R2 0.005

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

Table 15. Interaction of Spend and Incentivized in a Probit regression, where
Spend predicts the dollar amount a user would spend on in-app purchases.

Dependent variable:

Click Install

(1) (2)

Incentivized −0.410∗∗∗ 0.071∗∗∗

(0.009) (0.020)
Incentivized × Spend 0.349∗∗∗ −0.012

(0.011) (0.020)
English 0.045∗∗∗ 0.006

(0.010) (0.020)
Spanish 0.430∗∗∗ −0.052∗∗

(0.009) (0.024)
Russian −0.329∗∗∗ −0.004

(0.016) (0.031)
Chinese 0.328∗∗∗ 0.069∗

(0.018) (0.037)
Portugese −0.245∗∗∗ −0.035

(0.016) (0.031)
Samsung −0.436∗∗∗ 0.037

(0.010) (0.026)
Huawei −0.488∗∗∗ 0.019

(0.029) (0.076)
LG −0.616∗∗∗ 0.085

(0.029) (0.059)
iPhone8 −0.124∗∗∗ 0.023

(0.011) (0.017)
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iPad4 0.210∗∗∗ −0.069∗∗

(0.017) (0.032)
iOS −0.137∗∗∗ −0.258∗∗∗

(0.023) (0.054)
OS Version −0.146∗∗∗ 0.094∗∗∗

(0.005) (0.011)
WiFi −0.566∗∗∗ −0.037∗∗∗

(0.006) (0.014)
Device Volume 0.467∗∗∗ 0.014

(0.009) (0.019)
Resolution 0.051∗∗∗ 0.008

(0.005) (0.009)
Country Tier 1 −0.191∗∗∗ 0.065∗∗∗

(0.012) (0.021)
Country Tier 2 −0.180∗∗∗ 0.015

(0.010) (0.019)
Client −0.453∗∗∗ 0.144∗∗∗

(0.007) (0.016)
Ad length −0.007∗∗∗ 0.002∗

(0.001) (0.001)
Action Publisher 0.192∗∗∗ 0.030

(0.010) (0.021)
Simulation Publisher 0.071∗∗∗ −0.081∗∗∗

(0.016) (0.027)
Strategy Publisher 0.080∗∗∗ 0.064∗∗

(0.014) (0.029)
Strategy Advertiser 0.063∗∗∗ −0.234∗∗∗

(0.009) (0.017)
RPG Advertiser 0.026∗∗∗ 0.024

(0.010) (0.018)
Casino Advertiser −0.466∗∗∗ −0.222∗∗∗

(0.014) (0.027)
Puzzle Advertiser −0.186∗∗∗ −0.063∗∗∗

(0.016) (0.024)
Constant 0.003 −3.308∗∗∗

(0.034) (0.077)

Observations 746,964 746,964
Log Likelihood −99,494.930 −22,982.540

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

53



9.7. The moderating effect of ad annoyance reduction

Table 16. The interaction between Resolution and Incentivized is negative
in a Probit regression. Incentivized advertising is more effective in increasing
the install rate when the screen size is smaller, suggesting the ad annoyance
reduction effect is a likely driving force behind incentivized advertising.

Dependent variable:

Install

(1) (2) (3)

Incentivized 0.229∗∗∗ 0.103∗∗∗ 0.347∗∗∗

(0.038) (0.020) (0.072)
Incentivized × Resolution −0.066∗∗ −0.037∗∗∗

(0.026) (0.014)
Incentivized × Screen Width 0.003

(0.052)
Incentivized × Screen Height −0.183∗∗∗

(0.060)
English 0.033 0.005 0.019

(0.038) (0.020) (0.038)
Spanish −0.124∗∗∗ −0.054∗∗ −0.109∗∗

(0.043) (0.023) (0.043)
Russian 0.068 −0.004 0.105∗

(0.059) (0.031) (0.059)
Chinese −0.190∗∗∗ 0.072∗ −0.154∗∗

(0.063) (0.037) (0.063)
Portugese 0.200∗∗∗ −0.037 0.198∗∗∗

(0.061) (0.031) (0.061)
Samsung 0.165∗∗∗ 0.038 0.143∗∗∗

(0.042) (0.026) (0.043)
Huawei 0.208∗ 0.020 0.198

(0.123) (0.076) (0.123)
LG 0.387∗∗∗ 0.086 0.384∗∗∗

(0.107) (0.059) (0.107)
iPhone8 0.189∗∗∗ 0.022 0.199∗∗∗

(0.037) (0.017) (0.037)
iPad4 −0.146∗∗ −0.066∗∗ −0.229∗∗∗

(0.057) (0.031) (0.056)
iOS −0.672∗∗∗ −0.263∗∗∗ −0.734∗∗∗

(0.102) (0.053) (0.102)
OS Version 0.349∗∗∗ 0.095∗∗∗ 0.343∗∗∗

(0.021) (0.011) (0.020)
WiFi 0.351∗∗∗ −0.038∗∗∗ 0.325∗∗∗

(0.027) (0.014) (0.027)
Device Volume −0.371∗∗∗ 0.014 −0.366∗∗∗
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(0.036) (0.019) (0.036)
Resolution −0.079∗∗∗ 0.023∗∗

(0.019) (0.010)
Country Tier 1 0.187∗∗∗ 0.060∗∗∗ 0.208∗∗∗

(0.036) (0.019) (0.036)
Country Tier 2 0.182∗∗∗ 0.013 0.171∗∗∗

(0.038) (0.018) (0.038)
Client 0.456∗∗∗ 0.143∗∗∗ 0.472∗∗∗

(0.030) (0.016) (0.030)
Ad length 0.013∗∗∗ 0.002∗ 0.012∗∗∗

(0.002) (0.001) (0.002)
Action Publisher −0.027 0.031 0.009

(0.037) (0.021) (0.037)
Simulation Publisher 0.044 −0.079∗∗∗ 0.077

(0.055) (0.027) (0.055)
Strategy Publisher 0.019 0.069∗∗ 0.067

(0.049) (0.029) (0.049)
Strategy Advertiser −0.641∗∗∗ −0.235∗∗∗ −0.598∗∗∗

(0.032) (0.017) (0.032)
RPG Advertiser −0.305∗∗∗ 0.023 −0.307∗∗∗

(0.034) (0.018) (0.034)
Casino Advertiser −0.304∗∗∗ −0.223∗∗∗ −0.291∗∗∗

(0.051) (0.027) (0.052)
Puzzle Advertiser −0.160∗∗∗ −0.062∗∗ −0.171∗∗∗

(0.050) (0.024) (0.050)
Screen Height 0.231∗∗∗

(0.041)
Screen Width −0.303∗∗∗

(0.036)
Constant −3.597∗∗∗ −3.323∗∗∗ −3.533∗∗∗

(0.141) (0.077) (0.144)

Observations 32,628 746,964 32,628
Log Likelihood −8,031 −22,979 −7,991

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
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9.8. Difference-in-difference
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Figure 3. The parallel trends assumption appears to hold true.

Table 17. Difference-in-Difference Regression. Columns 1 and 3 are esti-
mates of Equation 11, while Columns 2 and 4 are estimates of Equation 12.

Dependent variable:

Install Revenue

(1) (2) (3) (4)

TREATj = 1 0.000001 0.00190∗∗∗

(0.00021) (0.00064)
POSTt = 1 −0.00008 −0.00031

(0.00012) (0.00036)
TREATj × POSTt = 1 0.00229∗∗∗ 0.00200∗∗∗ 0.00310∗∗∗ 0.00253∗∗∗

(0.00022) (0.00023) (0.00068) (0.00070)
Country Tier 1 0.00051∗∗∗ 0.00122∗∗∗ 0.00828∗∗∗ 0.00995∗∗∗

(0.00012) (0.00012) (0.00037) (0.00038)
Country Tier 12 −0.00012 −0.00002 0.00207∗∗∗ 0.00224∗∗∗

(0.00011) (0.00011) (0.00034) (0.00035)
English 0.00076∗∗∗ 0.00088∗∗∗ 0.00042 0.00044

(0.00011) (0.00012) (0.00035) (0.00036)
Spanish −0.00087∗∗∗ −0.00087∗∗∗ −0.00317∗∗∗ −0.00335∗∗∗

(0.00013) (0.00013) (0.00039) (0.00039)
Russian 0.00016 −0.00003 −0.00363∗∗∗ −0.00397∗∗∗

(0.00014) (0.00014) (0.00043) (0.00043)
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Chinese 0.00122∗∗∗ 0.00101∗∗∗ 0.00617∗∗∗ 0.00617∗∗∗

(0.00020) (0.00020) (0.00062) (0.00063)
Portuguese 0.00088∗∗∗ 0.00071∗∗∗ −0.00131∗ −0.00159∗∗

(0.00026) (0.00026) (0.00080) (0.00080)
iOS 0.00206∗∗∗ −0.00053 0.00915∗∗∗ −0.00001

(0.00018) (0.00047) (0.00057) (0.00144)
OS Version 0.00003∗∗∗ 0.00003∗∗∗ 0.00005 0.00005∗

(0.00001) (0.00001) (0.00003) (0.00003)
WiFi 0.00017∗∗ 0.00016∗∗ −0.00034 −0.00034

(0.00008) (0.00008) (0.00024) (0.00024)
Samsung 0.00009 0.00013 −0.00039 −0.00014

(0.00008) (0.00008) (0.00025) (0.00026)
Huawei 0.00020 0.00016 −0.00004 −0.00010

(0.00018) (0.00018) (0.00055) (0.00055)
LG −0.00027∗ −0.00030∗ −0.00003 0.00007

(0.00015) (0.00015) (0.00047) (0.00047)
iPhone8 0.00219∗∗∗ 0.00264∗∗∗ 0.00780∗∗∗ 0.00989∗∗∗

(0.00036) (0.00036) (0.00110) (0.00111)
iPad4 −0.00080∗∗ −0.00135∗∗∗ −0.00299∗∗ −0.00566∗∗∗

(0.00039) (0.00039) (0.00120) (0.00120)
Resolution 0.00006 0.00016∗∗∗ 0.00078∗∗∗ 0.00096∗∗∗

(0.00005) (0.00005) (0.00014) (0.00014)
Client 0.00019∗∗ 0.00018∗∗ 0.00016 0.00015

(0.00009) (0.00009) (0.00028) (0.00028)
Ad Length 0.00005∗∗∗ 0.00003∗∗∗ −0.00003∗ −0.00006∗∗∗

(0.00001) (0.00001) (0.00002) (0.00002)
Constant 0.00017 0.00017 0.00194∗∗∗ 0.00190

(0.00023) (0.00101) (0.00070) (0.00310)

Observations 2,612,716 2,612,716 2,612,716 2,612,716
R2 0.00052 0.00111 0.00091 0.00170
Time and App fixed effects NO NO YES YES

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
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9.9. Likelihood derivation

The log-likelihood for observing the data (y1i, y2i, y3i,Xi,Zi)
n
i=1 given parameters Θ is given

in Equation 13 below. For notational simplicity, we absorb Zi into Xi.

L((y1i, y2i, y3i,Xi)
n
i=1|Θ) =

n∑
i=1

(
1[di = 1, yτi = 1, yi = 1] log(Pr(di = 1, yτi = 1, y3i = 1|Xi,Θ)) + · · ·(13)

1[y1i = 1, y2i = 1, y3i = 0] log(Pr(y1i = 1, y2i = 1, y3i = 0|Xi,Θ)) + · · ·
1[y1i = 1, y2i = 0, y3i = 0] log(Pr(y1i = 1, y2i = 0, y3i = 0|Xi,Θ)) + · · ·
1[y1i = 0, y2i = 1, y3i = 1] log(Pr(y1i = 0, y2i = 1, y3i = 1|Xi,Θ)) + · · ·
1[y1i = 0, y2i = 1, y3i = 0] log(Pr(y1i = 0, y2i = 1, y3i = 0|Xi,Θ)) + · · ·

1[y1i = 0, y2i = 0, y3i = 0] log(Pr(y1i = 0, y2i = 0, y3i = 0|Xi,Θ))

)
Conditional onXi,Θ, the corresponding probabilities in Equation 13 are given as follows

(notation-wise, the conditioning on Xi,Θ are implicit). Now define F (x) = 1
1+e−x , then

Pr(v1i + ε1i < 0) = F (−v1i), similarly for ε2i and ε3i. The k-th dimensional Frank copula
function C is defined as follows.

C(u) = −1

θ
log

[
1 +

∏k
i=1(exp(−θui)− 1)

(exp(−θ)− 1)k−1

]
As such the joint cdf of the unobservables can be expressed in terms of the copula

function C and the logistic cdf.

Pr(ε1i ≤ e1, ε2i ≤ e2, ε3i ≤ e3)(14)

= C(F (e1), F (e2), F (e3))(15)

= −1

θ
log

[
1 +

(exp(−θF (e1))− 1)(exp(−θF (e2))− 1)(exp(−θF (e3))− 1)

(exp(−θ)− 1)2

]
(16)

Similarly, the joint cdf between any pairs of the unobservables can be written in terms
of C and F . For example, the joint cdf of ε1i and ε2i is:

Pr(ε1i ≤ e1, ε2i ≤ e2) = C(F (e1), F (e2))

= −1

θ
log

[
1 +

(exp(−θF (e1))− 1)(exp(−θF (e2))− 1)

exp(−θ)− 1

]
Now we explicitly show how the probabilities in Equation 13 can be written in terms

of the analytical copula. For notational convenience, we suppress the parameters, and we
denote v1i = Ziβ1, v2i = Xiβ2 and v3i = Xiβ3. That is, we rewrite the main model as
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follows.

y1i = 1[v1i + ε1i ≥ 0]

y2i = 1[v2i + ε2i ≥ 0]

y3i
∣∣(y2i = 1) = 1[v3i + ε3i ≥ 0]

y3i
∣∣(y2i = 0) = 0

The probabilities of observing the events (y1i = 1, y2i = 1, y3i = 1), (y1i = 1, y2i =
1, y3i = 0), (y1i = 1, y2i = 0, y3i = 0), (y1i = 0, y2i = 1, y3i = 1), (y1i = 0, y2i = 1, y3i =
0), (y1i = 0, y2i = 0, y3i = 0) are given as follows.

9.9.1. Event (y1i = 1, y2i = 1, y3i = 1)

Pr(y1i = 1, y2i = 1, y3i = 1)

= Pr(v1i + ε1i ≥ 0, v2i + ε2i ≥ 0, v3i + ε3i ≥ 0)

= 1− Pr(v1i + ε1i < 0)− Pr(v2i + ε2i < 0)− Pr(v3i + ε3i < 0)

+ Pr(v1i + ε1i < 0, v2i + ε2i < 0) + Pr(v1i + ε1i < 0, v3i + ε3i < 0) + Pr(v2i + ε2i < 0, v3i + ε3i < 0)

− Pr(v1i + ε1i < 0, v2i + ε2i < 0, v3i + ε3i < 0)

= 1− F (−v1i)− F (−v2i)− F (−v3i) + C(F (−v1i), F (−v2i)) + C(F (−v1i), F (−v3i))
+ C(F (−v2i), F (−v3i))− C(F (−v1i), F (−v2i), F (−v3i))

To obtain the last line, we have used the definition that Pr(v1i + ε1i < 0, v2i + ε2i <
0, v3i + ε3i < 0) = C(F (−v1i), F (−v2i), F (−v3i)), and Pr(v1i + ε1i < 0, v2i + ε2i < 0) =
C(F (−v1i), F (−v2i)), and so on. The manipulation in the third line above follows from the
Inclusion-Exclusion Principle.

9.9.2. Event (y1i = 1, y2i = 1, y3i = 0)

Pr(y1i = 1, y2i = 1, y3i = 0)

= Pr(v1i + ε1i ≥ 0, v2i + ε2i ≥ 0, v3i + ε3i < 0)

= Pr(v1i + ε1i ≥ 0, v2i + ε2i ≥ 0)− Pr(v1i + ε1i ≥ 0, v2i + ε2i ≥ 0, v3i + ε3i ≥ 0)

= 1− Pr(v1i + ε1i < 0)− Pr(v2i + ε2i < 0) + Pr(v1i + ε1i < 0, v2i + ε2i < 0)

− Pr(v1i + ε1i ≥ 0, v2i + ε2i ≥ 0, v3i + ε3i ≥ 0)

= 1− F (−v1i)− F (−v2i) + C(F (−v1i), F (−v2i))− Pr(v1i + ε1i ≥ 0, v2i + ε2i ≥ 0, v3i + ε3i ≥ 0)

= F (−v3i)− C(F (−v1i), F (−v3i))− C(F (−v2i), F (−v3i)) + C(F (−v1i), F (−v2i), F (−v3i))
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9.9.3. Event (y1i = 1, y2i = 0, y3i = 0)

Pr(y1i = 1, y2i = 0, y3i = 0)

= Pr(v1i + ε1i ≥ 0, v2i + ε2i < 0, v3i + ε3i < 0)

= Pr(v1i + ε1i ≥ 0|v2i + ε2i < 0, v3i + ε3i < 0) Pr(v2i + ε2i < 0, v3i + ε3i < 0)

=
(
1− Pr(v1i + ε1i < 0|v2i + ε2i < 0, v3i + ε3i < 0)

)
Pr(v2i + ε2i < 0, v3i + ε3i < 0)

= Pr(v2i + ε2i < 0, v3i + ε3i < 0)− Pr(v1i + ε1i < 0, v2i + ε2i < 0, v3i + ε3i < 0)

= C(F (−v2i), F (−v3i))− C(F (−v1i), F (−v2i), F (−v3i))

9.9.4. Event (y1i = 0, y2i = 1, y3i = 1)

Pr(y1i = 0, y2i = 1, y3i = 1)

= Pr(v1i + ε1i < 0, v2i + ε2i ≥ 0, v3i + ε3i ≥ 0)

= Pr(v2i + ε2i ≥ 0|v1i + ε1i < 0, v3i + ε3i ≥ 0) Pr(v1i + ε1i < 0, v3i + ε3i ≥ 0)

= Pr(v1i + ε1i < 0, v3i + ε3i ≥ 0)− Pr(v2i + ε2i < 0, v1i + ε1i < 0, v3i + ε3i ≥ 0)

= Pr(v1i + ε1i < 0, v3i + ε3i ≥ 0)− Pr(v1i + ε1i < 0, v2i + ε2i < 0)

+ Pr(v1i + ε1i < 0, v2i + ε2i < 0, v3i + ε3i < 0)

= Pr(v1i + ε1i < 0)− Pr(v1i + ε1i < 0, v3i + ε3i < 0)− Pr(v1i + ε1i < 0, v2i + ε2i < 0)

+ Pr(v1i + ε1i < 0, v2i + ε2i < 0, v3i + ε3i < 0)

= F1(−v1i)− C(F (−v1i), F (−v3i))− C(F (−v1i), F (−v2i)) + C(F (−v1i), F (−v2i), F (−v3i))

9.9.5. Event (y1i = 0, y2i = 1, y3i = 0)

Pr(y1i = 0, y2i = 1, y3i = 0)

= Pr(v1i + ε1i < 0, v2i + ε2i ≥ 0, v3i + ε3i < 0)

= Pr(v1i + ε1i < 0, v3i + ε3i < 0)− Pr(v1i + ε1i < 0, v2i + ε2i < 0, v3i + ε3i < 0)

= C(F (−v1i), F (−v3i))− C(F (−v1i), F (−v2i), F (−v3i))

9.9.6. Event (y1i = 0, y2i = 0, y3i = 0)

Pr(y1i = 0, y2i = 0, y3i = 0)

= Pr(v1i + ε1i < 0, v2i + ε2i < 0, v3i + ε3i < 0)

= C(F (−v1i), F (−v2i), F (−v3i))
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