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1. Bayesian Methods

X is a (vector) of random variables of interest. Let f(x|θ) be the pdf of X, where
θ is a parameter (potentially a vector). We call f(x|θ) a statistical model, or the
DGP (data-generating process). As a Frequentist, θ is a constant (there is a ground
truth). Then, given a sample (X1, . . . , Xn) from f(x1, . . . , xn|θ), we estimate θ as a
function of (X1, . . . , Xn). We evaluate a frequentist estimator in terms of how close
it gets to the ground truth θ, using criteria such as unbiasedness, consistency, and
mean-square error.

A Frequentist estimator of θ is a function of only the data (x1, . . . , xn). For in-

stance, θ̂(x1, . . . , xn) = argmaxθ f(x1, . . . , xn|θ) is the Maximum Likelihood estima-
tor (MLE). GMM, sample mean, OLS, and all other estimators we come across so
far are frequentist estimators.

As a Bayesian, θ is not a constant, there is no ground truth. Fundamentally, θ is a
random variable. The goal is to start from a prior of θ, which is a pdf denoted as
π(θ). Then, given the dataset (x1, . . . , xn) which we postulate to be drawn from the
model1 f(x1, . . . , xn|θ), we update our prior according to the Bayes’ rule:

π(θ|x1, . . . , xn) =
f(x1, . . . , xn|θ)π(θ)

f(x)
(1)

Where f(x) is the marginal distribution of x, i.e. f(x) =
∫
f(x|θ)π(θ)dθ.

The ingredients in Bayesian inference are exactly the same as in Frequentist infer-
ence, except it has an extra ingredient: the prior distribution of the parameter θ,
which we denote by π(θ).

1Sometimes called the sampling model, or the joint density, or the likelihood
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π(θ|x1, . . . , xn) is called the Posterior distribution of θ. But wait, what is our esti-
mate of θ? Our Bayes estimator is just π(θ|x1, . . . , xn), which is an entire probability
distribution, not a single point estimate. To report a single point estimate from this
distribution, we usually report the posterior mean, Eπ(θ|x1,...,xn)[θ̂] =

∫
θπ(θ|x1)dθ,

and the variance Varπ(θ|x1,...,xn)(θ̂). Alternatively, we can also report the mode, the
median, or other summary statistics of the posterior distribution.

Unlike Frequentist estimators such as MLE or GMM, there is no optimization in-

volved. We just have to compute π(θ|x1, . . . , xn) = f(x1,...,xn|θ)π(θ)
f(x)

.

More importantly in Bayesian inference, we get a point estimate and inference about
the uncertainty/variability of the point estimate in one single step. All the infor-
mation is contained within the posterior distribution. As we will see later, the
statistical variability in the posterior distribution actually combines both sampling
variability and the variability in the prior distribution.

If θ̂(x1, . . . , xn) is a Frequentist estimate of θ, then θ̂(x1, . . . , xn) itself is a realization

of the random variable θ̂(X1, . . . , Xn), with (X1, . . . , Xn) ∼ f(x1, . . . , xn|θ). There-

fore, we report the point estimate θ̂(x1, . . . , xn) as well as the standard error (or

variance) of θ̂(X1, . . . , Xn) around (x1, . . . , xn). The uncertainty about the estimate

θ̂ is entirely due to the sampling variation, which is determined by the DGP. As
such, there is no room to incorporate other sources of information and uncertainty
about the parameters, for example, using information from previous analyses or
subjective uncertainty.

In general, it is difficult to find the sampling distribution of θ̂. In practice, we rely on
either simulations2 or asymptotic approximation. With asymptotic approximation,
the sampling distribution always takes the form of a Normal distribution. More-
over, frequentist methods such as GMM and MLE involve non-linear optimization,
where there could be many local solutions and where finding the global solution is
inherently difficult even with the most advanced solver. Bayesian inference sidesteps
many of these concerns.

1.1. Bayes’ Theorem

Let A and B be two events, and P (B) 6= 0.

2parametric or non-parametric bootstrap
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P (A|B) =
P (A ∩B)

P (B)
(2)

=
P (B|A)P (A)

P (B)
(3)

2. Prior distribution

Start from a prior of θ, which is a pdf denoted as π(θ). Then, given the dataset
(x1, . . . , xn), which we postulate to be drawn from the model f(x1, . . . , xn|θ), we
update our prior according to the Bayes’ rule:

π(θ|x1, . . . , xn) =
f(x1, . . . , xn|θ)π(θ)

f(x)
(4)

Where f(x) is the marginal distribution of x, i.e. f(x) =
∫
f(x|θ)π(θ)dθ.

The marginal distribution f(x) does not depend on θ, it is just a constant. It is
common to say that:

π(θ|x) ∝ f(x|θ)π(θ)(5)

The constant of proportionality can be found by computing the constant C such
that Cf(x|θ)π(θ) integrates to one (with respect to θ), ensuring that π(θ|x) is a
valid probability distribution.

What is the prior distribution π(θ) and how do we specify it? It is a lengthy and
deep topic, but roughly:

(i) A prior distribution can be entirely subjective. A researcher’s subjective
belief about θ.

(ii) A prior distribution can be derived from other models, other studies, other
data. As such, the posterior distribution reflects an updating of the prior
π(θ) to the posterior f(θ|x) when confronted with the data x. In practice,
Bayesian methods perform well because it is a form of model-averaging or
data-combination, it uses more information than the Frequentist approach.

As an example, suppose we are trying to learn about the vote share of a
political candidate X. There are already many polls conducted by newspapers
and model-predictions by organizations. If we conduct our own survey or
poll, we should somehow incorporate these other sources of information.
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Frequentists cannot accomodate this, especially when one cannot simply
pool together the data.

As another example, Amazon or Netflix’s recommendation engine collects
new data about consumers continuously. We want to update the parameters
behind the recommendation engine, and not estimate using all the data
again.

(iii) A prior distribution itself can be estimated from the current data x. This is
the Empirical Bayes approach.

(iv) A prior distribution reflects model uncertainty. For instance, you are not
sure that f(x|θ, σ) ∼ N (θ, σ) is the right model, so you let θ ∼ N (µ, τ),
essentially considering a large class of Normal distributions with varying
locations as the model. The prior distribution is N (µ, τ).3

2.1. Bayesian learning

Philosophically, some statisticians have argued that people behave more like Bayesian
than Frequentist, and therefore, we should learn about parameters through Bayesian
updating and inference. For example, when we try to infer the quality of a restau-
rant θ, we may have a prior π(θ) before our first visit. Then, when we visit that
restaurant, we obtain an experience signal x1 ∼ f(x|θ). We then update our belief
about the quality of that restaurant by forming the posterior π(θ|x1).

π(θ|x1, x2) ∝ f(x2|θ)π(θ|x1)

...

π(θ|x1, . . . , xn) ∝ f(xn|θ)π(θ|x1, . . . , xn−1)

When our sample size increases, the choice of our initial prior distribution π(θ)
has no effect on the posterior distribution. This is known as the Bernstein-von
Mises theorem, which says that under some conditions, the posterior distribution
is asymptotically independent of the prior distribution as the sample size increases.
Therefore, as n → ∞, bayesian and frequentist inferences are equivalent in that
sense. However, practically, bayesian and frequentist inferences would give different
results.4

3We can set µ to be the sample mean, in the spirit of Empirical Bayes. A reasonable prior would
then be θ ∼ N ( 1

n

∑n
i=1 xi, 1). Our Bayes estimate of σ would be robust to model misspecification.

4More formally, under some conditions, a posterior distribution converges as you get more and
more data to a multivariate normal distribution centered at the maximum likelihood estimator
with covariance matrix given by n−1I(θ0)−1, where θ0 is the true population parameter (here
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Such Bayesian learning models are standard in marketing and economics.

3. Example

3.1. Normal distributions

Let X1, . . . , Xn are iid ∼ N (θ, σ2), and suppose that the prior distribution is π(θ) =
N (µ, τ 2). Just for this example, assume that τ, µ, σ are known.

The likelihood:

f(x1, . . . , xn|θ) =
n∏

i=1

1√
2πσ2

e−(xi−θ)2/2σ2

The prior:

π(θ) =
1√

2πτ 2
e−(θ−µ)2/2τ2

The posterior:

f(θ|x1, . . . , xn) =
f(x1, . . . , xn|θ)π(θ)∫
f(x1, . . . , xn|θ)π(θ)dθ

Using the fact that
∑n

i=1(xi − θ)2 =
∑n

i (xi − x̄)2 + n(x̄− θ)2

f(θ|x1, . . . , xn) ∝ exp
(
− n

2σ2
(θ − x̄)2

)
exp

(−(θ − µ)2

2τ 2

)

∝ exp

(−(θ − µ̃)2

2τ̃ 2

)

Where:

µ̃ = τ̃ 2

(
n

σ2
x̄+

1

τ 2
µ

)

I(θ0) is the Fisher information matrix at the true population parameter value). See https:

//statmodeling.stat.columbia.edu/2017/11/27/asymptotically-we-are-all-dead/
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τ̃ 2 =

(
n

σ2
+

1

τ 2

)−1

Therefore, the posterior distribution of θ given x1, . . . , xn is:

θ|x1, . . . , xn ∼ N
(

n
σ2 x̄+ 1

τ2
µ

n
σ2 + 1

τ2

,

(
n

σ2
+

1

τ 2

)−1
)

(6)

The posterior mean is a weighted sum of the prior mean µ and the sample mean x̄
with weights that reflect the precision of the likelihood via σ2/n and the prior via
τ 2.

As the sample size n increases, the sample information dominates the prior. The
variance of the posterior reflects mostly sampling uncertainty, and the posterior
mean is dominated by the sample mean.

As a numerical example, suppose the prior is π(θ) = N (5, 3). Suppose x̄ = 10,
and the sample size is n = 50. The sampling distribution of the sample mean is
N (10, σ

2

50
), suppose further that σ2 = 100.

The posterior distribution is N (8, 1.2) according to (6). The frequentist approach
would pick the sample mean x̄ = 10, as an estimator for θ.

Figure 1. Figure from Cameron and Trivedi’s “Microeconometrics:
Methods and Applications”
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4. Uninformative prior

Given the likelihood function f(x|θ), suppose the parameter range of θ is finite. Let
the prior be a Uniform density over the range of θ, i.e. π(θ) = 1

C
, for some number

C.

The posterior distribution is:

π(θ|x) ∝ f(x|θ)π(θ)

π(θ|x) ∝ f(x|θ)

Recall that MLE is argmaxθ f(x|θ). Therefore, MLE coincides with the mode of the
posterior distribution when the prior is uninformative!

However when the range of θ is unbounded, a Uniform prior distribution is not
proper or well-defined. In practice, we often impose a diffuse prior or a flat prior
N (0, 100), which is a very flat distribution. It is approximately π(θ) ≈ 1/(2π×100),
which is a constant.

5. Conjugate prior

The prior distribution π(θ) is a Conjugate Prior for the likelihood function f(x|θ)
if the resulting posterior distribution f(θ|x) belongs to the same probability distri-
bution family as the prior.

In the example before, the conjugate prior for a Normal distribution is a Normal
distribution, since the posterior distribution is also a Normal distribution.

In the next example, the conjugate prior for Binomial(n, p) with p as the unknown
is the Beta distribution.

5.1. Example: Binomial Bayes Estimator

Suppose X|p ∼ Binomial(n, p). Let the prior distribution be π(p) ∼ beta(α, β).
Then it turns out, the posterior distribution given we observe the data X = x is
p|x ∼ beta(x+ α, n− x+ β).

If π(p) is Beta(α, β) then the prior pdf is π(p) = Γ(α+β)
Γ(α)Γ(β)

pα−1(1− p)β−1. The mean

of Beta(α, β) is α
α+β

.

Therefore the posterior mean is:
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x+ α

n+ α + β
=

n

α + β + n

(x
n

)
+

α + β

α + β + n

(
α

α + β

)

Which is again a weighted average between the sample information and the prior
information.

5.2. MSE of Bayes Estimator

Let p̂B = x+α
n+α+β

be the Bayes estimator of the Binomial parameter p.

The Mean Square Error of this Bayes estimator is:

E[(p̂B − p)2] = Var(p̂B) + (E[p̂B]− p)2

= Var

(
x+ α

n+ α + β

)
+

(
E
[

x+ α

n+ α + β

]
− p
)2

=
np(1− p)

(n+ α + β)2
+

(
np+ α

n+ α + β
− p
)2

We could try to tune α and β to minimize the MSE. At the choice of α = β =√
n/4, the MSE is constant and does not depend on p. (This is an attactive feature

because regardless of what the true parameter is, the MSE is guarantee to be that
number)

The MSE of the Bayes estimator p̂B =
x+
√
n/4

n+
√
n

then becomes:

E[(p̂B − p)2] =
n

4(n+
√
n)2

The frequentist (MLE) estimator of p is p̂ = x/n. The MSE is:

E[(x/n− p)2] = Var(x/n) + (E[x/n]− p)2 =
p(1− p)

n
+ 0

Comparing the two MSEs, the Bayes estimator does better for an intermediate range
of p and when n is small.

Is this surprising? The Bayes estimator is more flexible, and has more parameters
that one can tune to optimize the MSE.
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Essentially, we are considering a distribution over distributions, and in this sense, the
estimator is more robust. The Bayes estimator p̂B doesn’t just estimate Binomial(n, p),
but Binomial(n, p) over p ∼ π(α, β).

6. More advanced Bayesian topics

6.1. Example with non-conjugate priors

Consider X1, . . . , Xn ∼ U [0, θ]. Let π(θ) be distributed as Exp(2)+max{x1, . . . , xn}.
What is the posterior distribution of θ? What is the posterior expectation? Is the
Bayes estimator more reasonable than MLE? Is the Bayes estimator sensitive to the
prior specification? What is the shape of this posterior density?

6.2. Hierarchical Priors

Bayesian inference can be used in a typical linear regression setting. However,
Bayesian model is much more flexible. In particular, hierarchical priors are typically
used in bayesian analysis of linear regression

Yi|xi, β1 ∼ N (β1xi, σ
2)

β1|β2, zi ∼ N (β2zi, τ
2)

β2 ∼ N (µ0, σ
2
0)

σ−2 ∼ G(α0, β0)

µ0, σ
2
0, α0, β0 are the hyperparameters. We can set the hyperparameters/hyperpriors

to be relatively uninformative. Here, G is the Gamma density, which plays the role
of a conjugate prior (if we do not choose to use a conjugate prior, make sure this
prior has a positive support).

6.3. Markov Chain Monte Carlo (MCMC)

In practice, the posterior density has no closed form. If the posterior density is uni-
variate, then we can use probability integral transform to sample from this posterior
density. More generally, the posterior density will be multivariate. The most com-
mon way to sample from a multivariate density is to use the MCMC (Markov Chain
Monte Carlo) method. After sampling from the posterior density, we can take the
average and standard deviation to obtain a point estimate and the corresponding
standard error.

9
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Essentially, the heavy-lifting in Bayesian analysis is sampling, while the heavy-lifting
in frequentist analysis is optimization.5

6.4. Ridge regression and LASSO

7. Appendix

The following example is taken from Andrew Gelman et al.’s Bayesian Data Analysis
(2014)

5Bear in mind, optimization is usually parallelizable, while sampling is sequential. As such,
bayesian estimation can be slower. However, there are new classes of bayesian methods are paral-
lelizable.
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likelihood function:

Pr(y1 =0, y2 = 0 | θ=1) = (0.5)(0.5) = 0.25

Pr(y1 =0, y2 = 0 | θ=0) = (1)(1) = 1.

These expressions follow from the fact that if the woman is a carrier, then each of her sons
will have a 50% chance of inheriting the gene and so being affected, whereas if she is not a
carrier then there is a probability close to 1 that a son of hers will be unaffected. (In fact,
there is a nonzero probability of being affected even if the mother is not a carrier, but this
risk—the mutation rate—is small and can be ignored for this example.)

Posterior distribution. Bayes’ rule can now be used to combine the information in the
data with the prior probability; in particular, interest is likely to focus on the posterior
probability that the woman is a carrier. Using y to denote the joint data (y1, y2), this is
simply

Pr(θ = 1|y) =
p(y|θ = 1)Pr(θ = 1)

p(y|θ = 1)Pr(θ = 1) + p(y|θ = 0)Pr(θ = 0)

=
(0.25)(0.5)

(0.25)(0.5) + (1.0)(0.5)
=

0.125

0.625
= 0.20.

Intuitively it is clear that if a woman has unaffected children, it is less probable that she is
a carrier, and Bayes’ rule provides a formal mechanism for determining the extent of the
correction. The results can also be described in terms of prior and posterior odds. The
prior odds of the woman being a carrier are 0.5/0.5 = 1. The likelihood ratio based on
the information about her two unaffected sons is 0.25/1 = 0.25, so the posterior odds are
1 · 0.25 = 0.25. Converting back to a probability, we obtain 0.25/(1+0.25) = 0.2, as before.

Adding more data. A key aspect of Bayesian analysis is the ease with which sequential
analyses can be performed. For example, suppose that the woman has a third son, who
is also unaffected. The entire calculation does not need to be redone; rather we use the
previous posterior distribution as the new prior distribution, to obtain:

Pr(θ = 1|y1, y2, y3) =
(0.5)(0.20)

(0.5)(0.20) + (1)(0.8)
= 0.111.

Alternatively, if we suppose that the third son is affected, it is easy to check that the
posterior probability of the woman being a carrier becomes 1 (again ignoring the possibility
of a mutation).

Spelling correction

Classification of words is a problem of managing uncertainty. For example, suppose someone
types ‘radom.’ How should that be read? It could be a misspelling or mistyping of ‘random’
or ‘radon’ or some other alternative, or it could be the intentional typing of ‘radom’ (as
in its first use in this paragraph). What is the probability that ‘radom’ actually means
random? If we label y as the data and θ as the word that the person was intending to type,
then

Pr(θ | y=‘radom’) ∝ p(θ) Pr(y=‘radom’ | θ). (1.6)

This product is the unnormalized posterior density. In this case, if for simplicity we consider
only three possibilities for the intended word, θ (random, radon, or radom), we can compute
the posterior probability of interest by first computing the unnormalized density for all three
values of theta and then normalizing:

p(random|‘radom’) =
p(θ1)p(‘radom’|θ1)!3

j=1 p(θj)p(‘radom’|θj)
,

MECO 7312 Lecture 9: Bayesian inference
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where θ1=random, θ2=radon, and θ3=radom. The prior probabilities p(θj) can most simply
come from frequencies of these words in some large database, ideally one that is adapted
to the problem at hand (for example, a database of recent student emails if the word in
question is appearing in such a document). The likelihoods p(y|θj) can come from some
modeling of spelling and typing errors, perhaps fit using some study in which people were
followed up after writing emails to identify any questionable words.

Prior distribution. Without any other context, it makes sense to assign the prior proba-
bilities p(θj) based on the relative frequencies of these three words in some databases. Here
are probabilities supplied by researchers at Google:

θ p(θ)
random 7.60× 10−5

radon 6.05× 10−6

radom 3.12× 10−7

Since we are considering only these possibilities, we could renormalize the three numbers to
sum to 1 (p(random) = 760

760+60.5+3.12 , etc.) but there is no need, as the adjustment would
merely be absorbed into the proportionality constant in (1.6).

Returning to the table above, we were surprised to see the probability of ‘radom’ in the
corpus being as high as it was. We looked up the word in Wikipedia and found that it is a
medium-sized city: home to ‘the largest and best-attended air show in Poland . . . also the
popular unofficial name for a semiautomatic 9 mm Para pistol of Polish design . . . ’ For
the documents that we encounter, the relative probability of ‘radom’ seems much too high.
If the probabilities above do not seem appropriate for our application, this implies that we
have prior information or beliefs that have not yet been included in the model. We shall
return to this point after first working out the model’s implications for this example.

Likelihood. Here are some conditional probabilities from Google’s model of spelling and
typing errors:

θ p(‘radom’|θ)
random 0.00193
radon 0.000143
radom 0.975

We emphasize that this likelihood function is not a probability distribution. Rather, it is a
set of conditional probabilities of a particular outcome (‘radom’) from three different proba-
bility distributions, corresponding to three different possibilities for the unknown parameter
θ.

These particular values look reasonable enough—a 97% chance that this particular five-
letter word will be typed correctly, a 0.2% chance of obtaining this character string by
mistakenly dropping a letter from ‘random,’ and a much lower chance of obtaining it by
mistyping the final letter of ‘radon.’ We have no strong intuition about these probabilities
and will trust the Google engineers here.

Posterior distribution. We multiply the prior probability and the likelihood to get joint
probabilities and then renormalize to get posterior probabilities:

θ p(θ)p(‘radom’|θ) p(θ|‘radom’)
random 1.47× 10−7 0.325
radon 8.65× 10−10 0.002
radom 3.04× 10−7 0.673

Thus, conditional on the model, the typed word ‘radom’ is about twice as likely to be correct
as to be a typographical error for ‘random,’ and it is very unlikely to be a mistaken instance
of ‘radon.’ A fuller analysis would include possibilities beyond these three words, but the
basic idea is the same.

MECO 7312 Lecture 9: Bayesian inference
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